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Executive Summary 

This report overviews the design of different TREDISEC primitives that enable a cloud customer to 
verify various cloud operations. In addition to fostering trust in the cloud, the proposed primitives also 
build on the functional requirements such as storage efficiency. Based on the requirements identified  
in WP2 (D2.2) and thoroughly studied in D3.1 with respect to the verifiability aspect, this deliverable 
focuses on the preliminary design of the following primitives:  

- Two verifiable storage primitives that enable a customer to verify the correct storage of her 
data: a Proof of Retrievability (PoR) solution that is compatible with deduplication and another 
scheme that allows the client even verifying the created replicas. 

- Three verifiable computation primitives that help customers to efficiently check the 
integrity of the outsourced computation. The first primitive is a verifiable polynomial evaluation 
protocol leveraging Euclidean division. The second primitive is a matrix evaluation protocol 
reducing a product between a matrix and a vector to the verification of a product between two 
vectors. The last primitive optimizes a general purpose verifiable computation protocol in 
order to efficiently outsource an inner product, which is a commonly used operation for 
biometric matching. 

- Two verifiable ownership primitives that ensure that when data is deduplicated, on the one 
hand customers cannot claim ownership if they do not actually own it and on the other hand 
customers learn the level of deduplication 

- A system integrity verification primitive that makes use of a Trusted Platform Module 
(TPM) to achieve its goal. System integrity verification offers different trade-offs between 
efficiency and correctness than verifiable cryptographic protocols. 

While some primitives are already fully designed, some other are at their preliminary design phase. 
The complete design of all these primitives will be later reported in D3.3 and further integrated within 
work package 6 to output the complete TREDISEC framework. 

Since cloud providers use data replication to guarantee the availability of data, Proof of Data 
Possession (PDP) schemes have been extended to verify the replication of files. However, existing 
PDP solutions need pre-processing for the user, including creation of replicas of the data by the user. 
These solutions are prone to attacks by malicious users and consume bandwidth. To overcome these 
problems, a protocol called Mirror is designed, which aims at verifying the data replication processed 
by the storage provider and enables the data owner to efficiently verify the retrievability of his data 
without having to replicate the data himself. Mirror ensures that a dishonest storage provider will  
need a greater computational effort to answer to the user’s query about the integrity of his replicated 
data than to prove that he indeed created replicas of the user’s data. 

Storage providers usually perform data deduplication to decrease the amount of stored data. PoR 
schemes generally require a pre-processing stage where the file to be uploaded is encoded by way of 
error-correcting codes then authenticators related to the file are generated and encrypted. To be 
compatible with data deduplication, existing PoR protocols need to share the encoding parameters 
(including the encryption scheme secret key) between users that have the same files. The initial 
design introduced here leverages the use of a semi-trusted server that generates a secret key derived 
from the file content and from its own secret key. Thus off-line dictionary attacks are more difficult to 
perform. 
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Verifiable computation 

Cloud providers allow users to perform computations on a huge amount of data or to benefit of 
computational power that users cannot have by themselves. However no guarantees are given on the 
correctness of the result, in the Service Level Agreement. Verifiable computation protocols enable a 
verifier to outsource some computations and to get the result along with a proof of its correctness. The 
verification should be more efficient for the user than performing the computation himself and a 
dishonest prover should not be able to make accept a proof of a false statement (soundness of the 
protocol). The initial design of three verifiable computation primitives is proposed. These three 
primitives are publicly verifiable: anyone with access to an evaluation key can produce a proof of 
correctness and anyone with access to a verification key can verify a proof of the result. 

The first primitive is a verifiable polynomial evaluation protocol leveraging Euclidean division and 
achieving soundness, correctness and efficiency.  

The second primitive is a matrix evaluation protocol reducing a product between a matrix and a vector 
to the verification of a product between two vectors.  

The last primitive optimizes a general purpose verifiable computation protocol in order to efficiently 
outsource an inner product, which is a commonly used operation for biometric matching. 

 

Verifiable ownership 

Cloud storage providers often use client-side data deduplication: when a client wants to upload a file, 
he computes a short identifier of this file and sends it to the provider. The cloud provider looks for a 
match in his data, asks the client to upload the file if it is not in the database and simply marks the 
user as an owner of the file if it already possesses the file. However, using this short file identifier 
exposes the storage provider to several attacks. Proof of Ownership protocols (PoW) enable a server 
to verify that a client owns a file with less work than asking the client a full upload of the file. 

The initial design of a PoW scheme builds on a scheme by Blasco et al. which has a better trade-off 
between the work on client and the server side than previous solutions. The scheme is based on an 
initialization phase that makes use of Bloom filters instead of the Merkle tree structure previously used 
to efficiently store information derived from the uploaded file. Then a challenge-response phase 
begins, the goal of the user is to convince the storage provider that he indeed owns the file. 

This section also studies the impact of using a PoW primitive to attest the level of deduplication of a 
file. This primitive is implemented by a gateway between the users and the cloud provider and could 
have economic impact such as reducing storage price for users uploading highly deduplicated data. 
The construction relies on a one-way membership function based on Merkle trees. 

 

System integrity verification 

Hardware solutions are considered and the initial design of a remote attestation primitive is given. 
This primitive makes use of a Trusted Platform Module (TPM) to achieve its goal. System integrity 
verification offers different trade-offs between efficiency and correctness than verifiable cryptographic 
protocols.  
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Glossary of Terms 

BF   Bloom Filter 

CDH  Computational Diffie-Hellman 

CDN  Content Distribution Network 

EK  Endorsement Key 

QAP  Quadratic Arithmetic Programs 

LFSR  Linear Feedback Shift Register 

PCR  Platform Configuration Register 

PDP  Proof of Data Possession 

PoR  Proof of Retrievability 

POW  Proofs of Ownership 

PPT   Probabilistic Polynomial Time (Adversary) 

PRF  Pseudo Random Functions 

RAM  Random Access Memory 

RPC  Remote Procedure Call 

RSA  Rivest Shamir Adleman 

SDH  Strong Diffie-Hellman 

SLA  Service Level Agreement 

TCG  Trusted Computing Group 

TPM  Trusted Platform Module 

VC  Verifiable Computing 
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1 Introduction 

1.1 Purpose and Scope 

Deliverable D3.1 [1] studied the state of the art on verifiability primitives and analyzed their 
compatibility with data reduction techniques. In this former deliverable, a gap between various existing 
verifiability primitives and the possibility to integrate them within a real cloud environment was noticed. 
The purpose of this document is to introduce an initial design of different verifiability primitives taking 
into consideration the conclusions of [1]. The verifiability primitives on which we focus in TREDISEC 
may fall into the following classification. 

- Verifiable storage primitives enable a user to check that his data is correctly stored in the 
cloud provider and have not been deleted. 

- Verifiable computation primitives are designed to ensure that outsourced computations are 
correctly carried out. 

- Verifiable ownership primitives ensure that users cannot claim ownership of a data they do 
not own,  

- Additionally, system integrity verification primitive can enhance the confidence in cloud 
execution environments. 

This deliverable gathers several contributions regarding each of the primitives above. 

1.2 Innovation potential 

Verifiable storage and computation techniques are essential to foster users’ confidence in cloud 
services. There is a need for users to know that their data are correctly stored (and in a confidential 
manner), and that their outsourced computations are correctly performed. In this deliverable several 
techniques are introduced to enhance cloud users’ trust on their outsourced data and their delegated 
computations. 

Compared to existing work, the two newly proposed verifiable storage primitives ensure data integrity 
when data is deduplicated, In particular, the initial design of a solution of proof of retrievability with 
deduplication is presented. Another solution additionally offers the verifiability of the replicas of the 
data stored at different servers. Furthermore, a third solution enforce the attestation of deduplication 
level which can help cloud customers to reduce their storage costs,  

One of the most severe weaknesses that affects deduplication enables a malicious user to obtain 
possession of a file it is not entitled to. One way to avoid the aforementioned issue is to require users 
to prove possession of data prior to its upload. The schemes proposed in the literature are very 
demanding on either the server or the client side. In TREDISEC, we plan to implement a primitive 
based on Bloom filters that overcomes the deficiencies of existing approaches and provides a flexible, 
scalable, and provably secure approach. 
Finally, the solutions introduced in this deliverable for verifiable computation, can be considered as 
steps for enabling secure outsourced data processing. Compared to existing solutions, the proposed 
primitives are tailored to specific operations (polynomial evaluation, matrix multiplication, inner 
product, comparison) and hence perform better than generic verifiable computation schemes. 

1.3 Structure of the document 

The structure of the document is as follows. 

Section 2 presents the design of solutions for verifiable storage. 

Section 3 introduces solutions for verifiable computation. 

Section 4 is dedicated to techniques related to verifiable ownership. 
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Section 5 introduces a system integrity verification primitive to enhance the confidence in the cloud 
execution environment. 

Finally, Section 6 concludes the document. 
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2 Verifiable storage 

We present in this section two verifiable storage solutions that answer the requirements defined in 
D2.2. The first proposal is a preliminary design of a proof of retrievability scheme which contrary to 
existing work can be efficiently coupled with deduplication, and as a result allows TREDISEC to 
answer the requirements defined in D2.2, namely: 

 WP31-R1: Efficient storage verification 

 WP31-R3: Data extractability 

 WP31-R6: Verifiable storage with efficiency at the cloud. 

The second solution is a scheme that goes beyond these requirements and defines cryptographic 
mechanisms that enable cloud customers to verify that the storage service providers comply with their 
SLAs and replicate the outsourced data.  

 

2.1 Proofs of Retrievability 

A Proof of Retrievability (PoR) is a cryptographic tool that enables a client to verify the integrity of her 
outsourced files without downloading them. The idea in a nutshell is to encode the to-be-uploaded file 
using error correcting codes and cryptographic functions such as integrity mechanisms, semantically 
secure encryption and secure permutation. Error-correcting codes help the client recover the file from 
accidental errors, whereas the cryptographic mechanisms help detect malicious tampering with high 
probability. 

Once the file is uploaded, the client can run the PoR protocol with the cloud server. This consists of 
asking the cloud to prove the integrity of randomly-selected blocks: If the cloud succeeds in 
convincing the client that the blocks she has requested have not been corrupted, then the client draws 
the conclusion that the file is stored correctly with a probability that is close to 1; otherwise the client 
detects that a corruption (deliberate or accidental) has taken place and can demand a compensation. 

In more formal terms, PoR scheme consists of the following algorithms:  

 𝐾𝑒𝑦𝐺𝑒𝑛(1𝜆) ⟶ 𝐾: It is probabilistic algorithm that is executed by the data owner. On input of 

security parameter 𝜆, algorithm 𝐾𝑒𝑦𝐺𝑒𝑛 outputs a secret key 𝐾.  
 

 𝐸𝑛𝑐𝑜𝑑𝑒(𝐾, 𝐹)  ⟶ (𝑓𝑖𝑑, 𝐹∗): The data owner executes this algorithm to prepare the file for 
outsourcing. This algorithm takes the secret key 𝐾 and the file 𝐹 as input and returns an 

encoding 𝐹∗ of file 𝐹 and a unique file identifier 𝑓𝑖𝑑. Algorithm 𝐸𝑛𝑐𝑜𝑑𝑒 should be invertible so 

that the data owner can recover the original file 𝐹 from the encoding 𝐹∗.  

 𝐶ℎ𝑎𝑙𝑙𝑒𝑛𝑔𝑒(𝐾, 𝑓𝑖𝑑)  → (𝑓𝑖𝑑, 𝑐ℎ𝑎𝑙): The data owner invokes this probabilistic algorithm to start 

an instance of the PoR protocol. This algorithm takes as input secret key 𝐾 and a file identifier 

𝑓𝑖𝑑, and returns a challenge 𝑐ℎ𝑎𝑙 along with the file identifier 𝑓𝑖𝑑. 

 𝑃𝑟𝑜𝑣𝑒(𝑓𝑖𝑑, 𝑐ℎ𝑎𝑙) ⟶ 𝜋: Upon receipt of challenge 𝑐ℎ𝑎𝑙 and file identifier 𝑓𝑖𝑑, the cloud server 

calls this algorithm to generate a proof of retrievability 𝜋 for the file with identifier 𝑓𝑖𝑑.  

 𝑉𝑒𝑟𝑖𝑓𝑦(𝐾, 𝑓𝑖𝑑, 𝑐ℎ𝑎, 𝜋) ⟶ 𝑏 : The data owner executes this deterministic algorithm to verify the 
validity of the proofs of retrievability provided by the cloud server. On input of secret key 𝐾, 

file identifier 𝑓𝑖𝑑, challenge 𝑐ℎ𝑎𝑙 and proof 𝜋, algorithm 𝑉𝑒𝑟𝑖𝑓𝑦 outputs 𝑏 = 1 if it is convinced 

that proof π is correct; otherwise, it returns 𝑏 = 0.  

 

For further details on the security definitions of PoR, the interested reader may refer to D3.1 [1] 
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2.2 Initial design of PoR with deduplication 

In TREDISEC, we aim at consolidating PoR with deduplication and hence we propose message-
locked proofs of retrievability (message-locked PoR). We recall that classical PoR schemes requires a 
preprocessing stage during which the file to be uploaded is encoded. This encoding generally 
consists of applying error-correcting code, generating authenticators that depend on the file, and 
obfuscating the file using semantically secure encryption.  
 
It follows that to enable file-level deduplication for instance, the PoR Encode algorithm should consist 
of (i) the same deterministic error-correcting code algorithm with the same parameters, (ii) the same 
deterministic authentication and encryption primitives with same parameters and should use the same 
secret key for identical files. As illustrated in Figure 1, thanks to all identical keying material and other 
shared parameters, message-locked PoR outputs the same encoded file and hence achieves 
deduplication. 
 

 
 

Figure 1: Message-Locked PoR with tag-based and watchdog based PoR schemes. 

 

 

2.2.1 Overview 

 
Inspired by previous work on secure deduplication [2] [3], we suggest to use message-locked (ML) 
encryption to combine deduplication with PoR. Namely, the secret key used by the underlying PoR 
scheme should be derived from the file content, so that clients owning identical files will get the same 
keying material without any interaction among clients. However, having the key only depending on the 
content of the file makes the solution prone to offline dictionary attacks. Similarly to [2], [3] ,to counter 
these attacks, we propose to use a server-aided message-locked key generation protocol, that allows 

a user with some file 𝐹 to generate a key 𝐾𝐹 by communicating with a key server and the cloud 

server, such that 𝐾𝐹 is derived as a function of the file content and the secret key of the key server. 

Thanks to this building block, the key server cannot mount offline dictionary attacks provided that they 
do not collude.  
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Using a server aided key generation protocol, we are able to transform any PoR scheme into a 
message-locked PoR by applying minor modifications the Encode algorithm. In general the PoR 
Encode algorithm comprises the following operations: (i) applying an error-correction code the to-be-
outsourced file in order to allow the client to recover from accidental errors; (ii) encrypting and 
permuting the file to hide the dependencies between data blocks and redundancy blocks; (iii) 
incorporating some integrity values to authenticate the file. Depending on the type of the underlying 
PoR scheme the integrity values can be either pseudo-random generated blocks that are 
indistinguishable from the data blocks and hidden within the file, or homomorphic tags computed over 
the data blocks. In order to ensure deduplication, a message-locked PoR should not only generate 
the same keying material for identical files, but also use the same parameters for all the underlying 
operations of Encode.  
 

2.2.2 Description 

Assume that a client intends to outsource a file 𝐹 (in the remaining of the section, ML means 

message-locked). The client first runs the ML-KeyGen protocol to derive a message-locked key 𝐾𝐹 

from 𝐹. Subsequently, with secret key 𝐾𝐹 and the public parameters advertised by the key server, the 

client invokes the algorithm ML-Encode that performs the following operations: 
1. Error-correction: Algorithm ML-Encode applies the error-correcting code published by the key 

server to file 𝐹. 

2. File block permutation: At this step, ML-Encode uses the message-locked key 𝐾𝐹 together 

with the pseudo-random permutation algorithm Π𝐹 published by key sever, to permute all 

blocks in the encoded file. 

3. File encryption: Given the secret key 𝐾𝐹, ML-Encode further encrypts the block of the file 

using the semantically secure encryption algorithm Ecn published by the key server. 
4. Integrity values insertion: At this step, ML-Encode computes and embeds to the file integrity 

values according to the underlying PoR scheme and its public parameters published by the 
key server.  
In the case of a watchdog based PoR scheme, ML-Encode determines the value and the 

location of the watchdogs using the secret key 𝐾𝐹. On the other hand, in the case of a tag 

based PoR scheme, ML-Encode computes the corresponding homomorphic tags again using 

the secret key 𝐾𝐹. 

 

Once ML-Encode is executed, the client picks a unique file identifier 𝑓𝑖𝑑 and uploads the processed 
file to the cloud server.  
 

Given secret key 𝐾𝐹, file identifier 𝑓𝑖𝑑 and the public parameters published by key server the client is 

able to run the algorithm Challenge and Verify of the underlying PoR to verify the retrievability of her 
out sourced a file 𝐹. 

   

2.3 Enabling Proofs of Replication and Retrievability in the Cloud 

2.3.1 Problem Statement 

Currently, most cloud storage services guarantee service and data availability in their Service Level 
Agreements (SLAs). Availability is typically ensured by means of full replication [4]. Replicas are 
stored onto different servers - thus ensuring data availability in spite of server failure. Storage services 
such as Amazon S3 and Google FS provide such resiliency against a maximum of two concurrent 
failures [5]; here, users are typically charged according to the required redundancy level. 
Nevertheless, none of today's cloud providers accept any liability for data loss in their SLAs. This 
makes users reluctant, and rightly so, when using cloud services due to concerns with respect to the 
integrity of their outsourced data. These concerns have been recently fueled by a number of data loss 
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incidents within large cloud service providers. For instance, Google recently admitted that a small 
fraction of their customers' data was permanently lost due to lightning strikes which caused temporary 
electricity outages [6]. 

To remedy this, the literature features a number of solutions that enable users to remotely verify the 
availability and integrity of stored data [7, 8, 9, 10, 11]. Examples include Proofs of Retrievability 
(PoR) [9, 10] which provide clients with the assurance that their data is available in its entirety, and 
Proofs of Data Possession (PDP) [12] which enable a client to verify that its stored data has not 
undergone any modifications. An overview of these solutions is provided in deliverable D3.1 [1]. PDP 
schemes have been recently extended to verify the replication of files [13, 5, 14]. These extensions 
can provide guarantees for the users that the storage provider is replicating their data as agreed in 
the SLA, and that they are indeed getting the value for their money. Notice, however, that existing 
solutions require the users themselves to create replicas of their files, appropriately pre-process the 
replicas (i.e., to create authentication tags for PDP), and finally upload all processed replicas in the 
cloud. Clearly, this incurs significant burden on the users. Moreover, this consumes considerable 
bandwidth from the provider, that might have to scale up its bandwidth to accommodate for such large 
upload requests. For example, in order to store a 10 GB file together with three replicas, users have to 
process and upload at least 40 GB of content. Recall that the provider's bandwidth is a scarce 
resource.  

Besides consuming the provider's bandwidth resources, this also limits the business models available 
to the provider, since e.g., reduced costs for storing replicas can be offered in the case where the 
replication process does not consume considerable bandwidth resources from the provider (e.g., 
when the replication is locally performed by the provider). Alternatively, providers can offer reduced 
costs by offering infrequent/limited access to stored replicas, etc. Amazon S3, for example, charges 
its users almost 25% of the underlying storage costs for additional replication [4, 12]. Users therefore 
have considerable incentives to abuse this service, and to store their data at reduced costs as if they 
were replicas. Since the outsourced data is usually encrypted, the provider cannot recognize if the 
uploaded contents are indeed replicas. 

2.3.2 Overview of the Solution 

We address the previously described problem, and propose a novel solution named Mirror for 
proving data replication and retrievability in the cloud. Mirror goes beyond existing multi-replica PDP 
solutions and enables users to efficiently verify the retrievability of all their replicas without requiring 
them to replicate data by themselves. Full details on Mirror can be found in [14]. In what follows, we 
briefly overview the main intuition behind Mirror. 

The goal of Mirror is to provide a verifiable replication mechanism for storage providers. Note that 
straightforward approaches would either be communication-expensive or would be insecure in the 
presence of a rational cloud provider. A rational cloud provider is interested in maximizing its profit in 
the network. Such a provider will only deviate from the protocol if such a misbehavior can increase its 
profit. Otherwise, the provider will behave honestly. For instance, the user could create and upload 
the required replicas of his files, similar to [13]. Obviously, this alternative incurs considerable 
bandwidth overhead on the providers and users can abuse the replicas to outsource several, different 
files in encrypted form. An alternative solution would be to enable the cloud provider to create the 
replicas (and their tags) on his own given the original files. This would significantly reduce the 
provider's bandwidth consumption incurred in existing multi-replica schemes at the expense of 
investing additional (cheaper) computing resources. This alternative might however be insecure since 
it gives considerable advantage for the provider to misbehave, e.g., store only one single replica and 
construct the replicas on the fly when needed. 

To thwart the generic attacks described above, Mirror ensures that a malicious cloud provider can 
only reply correctly within the verification protocol by investing a minimum amount of resources, i.e., 
memory and/or time. However, to ensure that the provider invests memory and not time, Mirror 
allows to scale the computational effort that a dishonest provider would have to invest without 
increasing the memory effort of an honest provider. This allows to adjust the computational effort of a 
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dishonest provider such that the costs of storing the replicas is cheaper than the costs of computing 
the response to the challenges on the fly, giving an economic incentive to a rational provider to 
behave honestly. 

This is achieved in Mirror through the use of a tunable puzzle-based replication scheme. Namely, in 
Mirror, the user has to only outsource his original files and compact puzzles to the cloud provider; the 
solution of these puzzles will be then combined with the original file in order to construct the required 
replicas. Puzzles are constructed such that (i) they require noticeable time to be solved by the cloud 
provider while the user is significantly more efficient by exploiting a trapdoor, (ii) storing the puzzle’s 
solution incurs storage costs that are at least as large as the required storage for replicas, (iii) their 
difficulty can be easily adjusted by the creator to cater for variable strengths (and different cost 
metrics), and (iv) they can be efficiently combined with the original file blocks in order to create r 
correct replicas of the file preserving the homomorphic properties needed for compact proofs. 

To this end, Mirror combines the use of the RSA puzzle of Rivest [15] and Linear Feedback Shift 
Registers (LFSR). A crucial aspect here is that the user creates two LFSRs: a short one which is kept 
secret, and a longer public LFSR. The service provider is only given the public LFSR to generate the 
exponent values. This allows for high degrees of freedom with respect to security and performance of 
Mirror.  

2.4  Summary  

TREDISEC aims at realizing verifiable storage solutions that incur minimal cost at the cloud side. To 
that effect, we designed solutions that take into account the functional requirements of cloud servers 
such as data deduplication. More precisely, we devised a preliminary design of a PoR solution that 
supports deduplication, and which by design does not prevent the cloud server from optimizing its 
storage cost.  
We also designed a solution that goes beyond the classical problem of data availability (which is 
traditionally solved through PoR and PDP) and allows the client to verify efficiently that cloud servers 
actually comply with SLAs and replicate the outsourced data. 
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3 Verifiable computation 

3.1 Requirements 

This section introduces the initial design of verifiable computation solutions, it builds on the following 
requirements, described and analyzed in deliverables D2.2 [16] and D3.1 [1]. In particular the main 
requirements are the following:  

 WP32-R1 – Computation integrity,  

 WP32-R2 – Public verifiability,  

 WP32-R6 – Verifiable computation with efficiency at the cloud,  

 WP32-R7 - Verifiable computation with efficiency at the client. 

 

3.2 Verifiable computation schemes 

We first recall the formal definition of publicly verifiable computation schemes as introduced in [17]. 
 
A publicly verifiable computation scheme empowers a client to outsource the evaluation of a function 
to an untrusted server while meeting the following requirements of: 

 Public delegatability: Any querier (not necessarily the client) can submit inputs to evaluate the 
outsourced function;  

 Public verifiability: Any verifier (not necessarily the client or the querier) can assess the 
correctness of the server's results. 

 
 Thus, a publicly verifiable computation scheme is defined by the following algorithms [17]: 

 𝑆𝑒𝑡𝑢𝑝(1𝜅 , 𝑓) → { 𝑝𝑎𝑟𝑎𝑚, 𝑃𝐾𝑓 , 𝐸𝐾𝑓}: 

It is a randomized algorithm executed by the client. It takes as input the security parameter 1𝜅  
and a description of the function 𝑓 to be outsourced, and outputs a set of public parameters 

𝑝𝑎𝑟𝑎𝑚 that will be used by subsequent algorithms, a public key 𝑃𝐾𝑓, and an evaluation key 𝐸𝐾𝑓. 

 𝑃𝑟𝑜𝑏𝐺𝑒𝑛(𝑥, 𝑃𝐾𝑓) → (𝜎𝑥, 𝑉𝐾𝑥): 

Given an input 𝑥 in the domain 𝐷𝑓 of outsourced function 𝑓 and public key 𝑃𝐾𝑓 , the querier calls 

this algorithm to produce an encoding 𝜎𝑥 of input 𝑥 that will be transmitted to the server, and a 
public verification key 𝑉𝐾𝑥  that will afterwards be used by any third-party verifier to check the 
correctness of the server's result.   

 𝐶𝑜𝑚𝑝𝑢𝑡𝑒(𝜎𝑥, 𝐸𝐾𝑓) → 𝜎𝑦: 

On input of the encoding 𝜎𝑥  and the evaluation key 𝐸𝐾𝑓, the server runs this algorithm to compute 

an encoding 𝜎𝑦 of 𝑓's output 𝑦 = 𝑓(𝑥). 

 𝑉𝑒𝑟𝑖𝑓𝑦(𝜎𝑦 , 𝑉𝐾𝑥) → 𝑜𝑢𝑡𝑦:  

A verifier operates this deterministic algorithm to check the correctness of the result 𝜎𝑦 supplied 

by the server on input 𝜎𝑥. More precisely, this algorithm first decodes 𝜎𝑦 which yields a value 𝑦, 

and then uses the public verification key 𝑉𝐾𝑥 associated with the encoding 𝜎𝑥 to decide whether 𝑦 

is equal to the expected output 𝑓(𝑥). If so, 𝑉𝑒𝑟𝑖𝑓𝑦 outputs 𝑜𝑢𝑡𝑦 = 𝑦 meaning that 𝑓(𝑥) = 𝑦; 

otherwise it outputs an error 𝑜𝑢𝑡𝑦 = ⊥. 

 
A publicly verifiable computation scheme should also ensure the security properties of correctness 
and soundness. 
 
Correctness: 
A publicly verifiable computation scheme is correct, if whenever an honest server executes algorithm 
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𝐶𝑜𝑚𝑝𝑢𝑡𝑒 to evaluate a function 𝑓 on an input 𝑥 in the domain 𝐷𝑓 of function 𝑓, this algorithm always 

yields an encoding 𝜎𝑦 that will be accepted by algorithm 𝑉𝑒𝑟𝑖𝑓𝑦, that is 𝑉𝑒𝑟𝑖𝑓𝑦(𝜎𝑦 , 𝑉𝐾𝑥) → 𝑓(𝑥). 

 
Soundness: 
Publicly verifiable computation schemes should also guarantee that a malicious server cannot make 
algorithm 𝑉𝑒𝑟𝑖𝑓𝑦 accept a result that is not correctly computed, for any function 𝑓 and for any input 𝑥 

in the domain 𝐷𝑓. In other terms, such schemes are sound if they assure that the only way a server 

generates a result 𝜎𝑦 that will be accepted by algorithm 𝑉𝑒𝑟𝑖𝑓𝑦 as a valid encoding of the evaluation 

of 𝑓 on input 𝑥 is by correctly computing 𝜎𝑦, i.e. 𝜎𝑦 ← 𝐶𝑜𝑚𝑝𝑢𝑡𝑒(𝜎𝑥, 𝐸𝐾𝑓). 

 

The next two sections will present publicly verifiable schemes. The first contribution describes two ad 
hoc primitives to verify polynomial evaluation and multiplication between a matrix and a vector, 
whereas the second builds on a general purpose verifiable computing scheme and optimizes the 
representation of a scalar product computation to make it more efficient than the original protocol. 

 

3.3 Verifiable polynomial evaluation and matrix multiplication 

In this section, we introduce two constructions for verifiable computation. The first one focuses on the 
evaluation of large univariate polynomials, whereas the second deals with the multiplication of large 
matrices. The proposed solutions leverage the algebraic properties of the ring of polynomials and 
matrices respectively, which make them very practical.  

To build these solutions, we work in asymmetric bilinear groups. Namely, we consider three cyclic 
groups 𝔾1, 𝔾2 and 𝔾𝑇 of prime order 𝑝 such that there exists an efficiently computable bilinear pairing 

𝑒: 𝔾1 × 𝔾2 → 𝔾𝑇. Hereafter we let 𝑔 and ℎ denote generators of 𝔾1and 𝔾2 respectively. 

 

3.3.1 Publicly Verifiable Polynomial Evaluation 

3.3.1.1 Overview 

The solution we propose for publicly verifiable evaluation of polynomials draws upon the basic 
properties of Euclidean division of polynomials: for any pair of polynomials 𝐴 and 𝐵 ≠ 0 of degree 𝑑 
and 2 respectively, there exists a unique pair of polynomials 𝑄 and 𝑅 such that 𝐴 = 𝑄𝐵 + 𝑅 and the 

degree of quotient polynomial 𝑄 is 𝑑 − 2 whereas remainder polynomial 𝑅 has degree less than 1.  
 
Hence, a client who would like to outsource the evaluation of a polynomial 𝐴 of degree 𝑑 first runs 

𝑆𝑒𝑡𝑢𝑝 which defines a polynomial 𝐵(𝑋) = 𝑋² + 𝑏0 for a randomly chosen 𝑏0, and divides 𝐴 by 𝐵 to get 

the quotient polynomial 𝑄(𝑋) = ∑ 𝑞𝑖𝑋
𝑖𝑑−2

𝑖=0  and the remainder polynomial 𝑅(𝑋) = 𝑟1𝑋 + 𝑟0. The client 

outsources polynomial 𝐴 together with polynomial 𝑄 and publishes public key 𝑃𝐾𝐴 = (𝑔𝑏0 , 𝑔𝑟1 , 𝑔𝑟0). 
 
Next, whenever a querier wants to evaluate polynomial 𝐴 at point 𝑥, it runs 𝑃𝑟𝑜𝑏𝐺𝑒𝑛 which computes 

and advertises the public verification key 𝑉𝐾𝑥 = (𝑉𝐾𝑥,𝐵 , 𝑉𝐾𝑥,𝑅) = (𝑔𝐵(𝑥), 𝑔𝑅(𝑥)) and transmits 𝜎𝑥 = 𝑥 to 

the server. The latter in turn invokes 𝐶𝑜𝑚𝑝𝑢𝑡𝑒 which outputs 𝑦 = 𝐴(𝑥) and generates the proof 
𝜋 = 𝑄(𝑥). Given the server’s output 𝜎𝑦 = (𝑦, 𝜋), a verifier calls algorithm 𝑉𝑒𝑟𝑖𝑓𝑦 which checks whether 

𝑔𝑦 = (𝑔𝐵(𝑥))
𝜋

𝑔𝑅(𝑥). 

 
The efficiency of the verification stems from the fact that 𝐵 and 𝑅 are small-degree polynomials. 

Indeed, to verify the correctness of a result 𝜎𝑦 provided by the server on an input 𝑥, the verifier 

performs a small and constant number of computations as opposed to carrying out 𝒪(𝑑) to evaluate 

polynomial 𝐴.  
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The soundness of such a protocol relies on the secrecy of polynomials 𝐵 and 𝑅. However since 𝐵 is a 
two-degree polynomial, the secrecy of these two polynomials can be easily compromised by 
disclosing the quotient polynomial 𝑄. To remedy this shortcoming, 𝑆𝑒𝑡𝑢𝑝 encodes polynomial 𝑄 using 
an additively homomorphic one-way encoding. Namely, each coefficient 𝑞𝑖 of polynomial 𝑄 is encoded 

as ℎ𝑞𝑖. Hence, 𝐸𝐾𝐴 includes all these ℎ𝑞𝑖. In this manner, algorithm 𝐶𝑜𝑚𝑝𝑢𝑡𝑒 generates the proof 

𝜋 = ℎ𝑄(𝑥) of correct execution while ensuring the confidentiality of polynomials 𝐵 and 𝑅.  
 
Finally, we use bilinear pairings to let verifiers assess the correctness of the server's results, that is, 
algorithm 𝑉𝑒𝑟𝑖𝑓𝑦 checks that 𝑒(𝑔, ℎ𝑦) =  𝑒(𝑉𝐾𝑥,𝐵 , 𝜋)𝑒(𝑔, 𝑉𝐾𝑥,𝑅). Accordingly, our solution [18] is 

sound under the ⌊𝑑/2⌋-Strong Diffie-Hellman assumption.  
 
𝒕-Strong Diffie-Hellman assumption: 

Let 𝔾1, 𝔾2 and 𝔾𝑇 be three cyclic groups of the same finite prime order 𝑝 such that there exists a 
bilinear pairing 𝑒: 𝔾1 × 𝔾2 → 𝔾𝑇. 

We say that the 𝑡-Strong Diffie-Hellman assumption (𝑡-SDH) holds, if given the tuple 

(𝑔, 𝑔𝛼 , ℎ, ℎ𝛼 , … , ℎ𝛼𝑡
) ∈ 𝔾1

2 × 𝔾2
𝑡+1 for some randomly chosen 𝛼 ∈ 𝔽𝑝

∗ , the probability to produce a pair 

(𝛽, ℎ
1

𝛽+𝛼) ∈  𝔽𝑝 ∖ {−𝛼} × 𝔾2 is negligible.  

 

3.3.1.2 Description 

We assume here that the client wants to outsource the evaluation of a 𝑑-degree polynomial 𝐴(𝑋) =
 ∑ 𝑎𝑖𝑋

𝑖𝑑
𝑖=0  with coefficients in 𝔽𝑝 where 𝑝 is a large prime. Accordingly, our solution consists of four 

algorithms that run as follows: 
 

 Setup: The client runs this algorithm, which first generates a set of public parameters 
𝑝𝑝 = (𝑝, 𝔾1, 𝔾2, 𝔾𝑇 , 𝑒, 𝑔, ℎ), picks randomly a polynomial 𝐵(𝑋) =  𝑋2+ 𝑏0 that does not divide A 
and performs the Euclidean division of polynomial 𝐴 by polynomial 𝐵 in 𝔽𝑝[𝑋]. We denote the 

resulting quotient polynomial by 𝑄(𝑋) =  ∑ 𝑞𝑖𝑋𝑖𝑑−2
𝑖=0  and the resulting remainder polynomial by 

𝑅(𝑋) =  𝑟1𝑋+ 𝑟0. Algorithm Setup then computes the public key 𝑃𝐾𝐴 = (𝑔𝑏0 , ℎ𝑟1 , ℎ𝑟0) and the 
public evaluation key 𝐸𝐾𝐴 = (𝐴, ℎ𝑞𝑑−2 , … , ℎ𝑞0). The client afterwards sends the evaluation key 
to the cloud server and publishes the public key.  

 

 ProbGen: On input of a value 𝑥 in  𝔽𝑝  on which the client wants to evaluate polynomial 𝐴, this 

algorithm computes public verification key 𝑉𝐾𝑥 = (𝑔𝑏0+𝑥2
, ℎ𝑟1𝑥ℎ𝑟0) and returns 𝑥 and 𝑉𝐾𝑥 .  

 

 Compute: On input of value 𝑥, the cloud server calls this algorithm with 𝑥 and evaluation key 
𝐸𝐾𝐴. In turn, the algorithm returns 𝑦 =  𝐴(𝑥) and the proof of correct computation Π =

 ∏ ℎ𝑞𝑖𝑥𝑖𝑑−2
𝑖=0 . 

 

 Verify: On input of public verification key  𝑉𝐾𝑥 = (𝑔𝑏0𝑥2
, ℎ𝑟1𝑥ℎ𝑟0), result 𝑦, proof Π, this 

algorithm checks whether  𝑒(𝑔, ℎ𝑦) = 𝑒(𝑔𝑏0+𝑥2
,  Π) 𝑒(𝑔, ℎ𝑟1𝑥ℎ𝑟0).  If it is the case, then the 

algorithm outputs  𝐴(𝑥) = 𝑦; otherwise it outputs error.  
 

 

3.3.2 Publicly Verifiable Matrix Multiplication 

3.3.2.1 Overview 

Our protocol pursues the following idea: In order to verify that a server correctly multiplies an (𝑛, 𝑚)-

matrix 𝑀 of elements 𝑀𝑖𝑗 with some column vector  �⃗� = (𝑥1, 𝑥2, … , 𝑥𝑚)⊤, the client invokes algorithm 
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𝑆𝑒𝑡𝑢𝑝 which randomly picks a secret (𝑛, 𝑚)-matrix 𝑅 of elements 𝑅𝑖𝑗 and supplies a server with 

(𝑛, 𝑚)-matrix 𝑀 and an auxiliary (𝑛, 𝑚)-matrix 𝒩 such that 𝒩𝑖𝑗 =  �̃�𝑀𝑖𝑗𝑔𝑅𝑖𝑗 (where  �̃� = 𝑔𝛿 for some 

randomly generated 𝛿). 
 
Consequently, when a client calls 𝑃𝑟𝑜𝑏𝐺𝑒𝑛 to prompt the server to multiply matrix 𝑀 with vector �⃗�, the 

latter runs 𝐶𝑜𝑚𝑝𝑢𝑡𝑒 which returns vector �⃗� = (𝑦1 , 𝑦2, … , 𝑦𝑛)⊤ and proof �⃗⃗� = (𝜋1, 𝜋2, … , 𝜋𝑛)⊤, such that 

𝜋𝑖 =  �̃�𝑦𝑖𝑔∑ 𝑅𝑖𝑗𝑥𝑗
𝑚
𝑗=1  if the server is honest. If we denote 𝜋𝑖 = 𝑔𝛾𝑖  and �⃗� = (𝛾1, 𝛾2, . . , 𝛾𝑛)⊤, then the 

verification process consists of checking whether �⃗� = 𝛿�⃗� + 𝑅�⃗�. 
 
Now to transform this intuition into a viable solution, one must ensure that the verification process is 
much less computationally demanding than the matrix multiplication 𝑀�⃗� for all vectors �⃗�. We observe 

that for any vector 𝜆 = (𝜆1, 𝜆2, … , 𝜆𝑛), the verification of whether 𝜆�⃗� = 𝛿𝜆�⃗� + 𝜆𝑅�⃗� (that is, the projection 

of the verification equation on a random vector 𝜆) takes 𝒪(𝑛) time if the vector 𝜆𝑅 is computed 

beforehand. Therefore, we define the public key by an exponent encoding of 𝜆𝑅, and the verification 

key for vector �⃗� by an exponent encoding of (𝜆𝑅)�⃗�.  
 

More concretely, algorithm 𝑆𝑒𝑡𝑢𝑝 generates the elements in the auxiliary matrix 𝒩 as 𝒩𝑖𝑗 = �̃�
𝑖

𝑀𝑖𝑗
𝑔

𝑖

𝑅𝑖𝑗
 

for 𝑔𝑖 = 𝑔𝜆𝑖 and public key 𝑃𝐾𝑀 is a vector of 𝑚 components 𝑃𝐾𝑗 = 𝑒(∏ 𝑔
𝑖

𝑅𝑖𝑗𝑛
𝑖=1 , ℎ). 𝑃𝑟𝑜𝑏𝐺𝑒𝑛 

computes the verification key for vector �⃗� as 𝑉𝐾𝑥 = ∏ 𝑃𝐾
𝑗

𝑥𝑗𝑚
𝑗=1 . Algorithm 𝐶𝑜𝑚𝑝𝑢𝑡𝑒 generates the 

proof of correct multiplication as Π = ∏ ∏ 𝒩
𝑖𝑗

𝑥𝑗𝑚
𝑗=1

𝑛
𝑖=1  and algorithm 𝑉𝑒𝑟𝑖𝑓𝑦 checks that 𝑒(Π, ℎ) =

𝑒(∏ 𝑔𝑖
𝑦𝑖 , ℎ̃)𝑉𝐾𝑥

𝑛
𝑖=1  where ℎ̃ =  ℎ𝛿. Therefore, the problem generation combined with the verification 

takes 𝒪(𝑛 + 𝑚) time as opposed to performing 𝒪(𝑛𝑚) operations to compute the matrix multiplication 

�⃗� = 𝑀�⃗�. 
 
As a result, this proposed solution does not only offer public delegatability, but also is sound under the 
assumption of co-computational Diffie-Hellman (co-CDH). More details on the solution and its security 
analysis can be found in [18]. 
 
co-CDH assumption: 

Let 𝔾1, 𝔾2 and 𝔾𝑇 be three cyclic groups of the same finite prime order 𝑝 such that there exists a 
bilinear pairing 𝑒: 𝔾1 × 𝔾2 → 𝔾𝑇.  

We say that the co-computational Diffie-Hellman assumption (co-CDH) holds in 𝔾1, if given 𝑔, 𝑔𝛼 ∈ 𝔾1 

and ℎ, ℎ𝛽 ∈ 𝔾2 for random 𝛼, 𝛽 ∈  𝔽𝑝
∗ , the probability to compute 𝑔𝛼𝛽 is negligible. 

 

3.3.2.2 Description 

We assume that a client outsources to a server the multiplication operations involving an 
(𝑛, 𝑚) −matrix 𝑀 of elements 𝑀𝑖𝑗 in 𝔽𝑝. Our solution comprises the following algorithms:  

 

 Setup: The client invokes this algorithm which first generates a set of public parameters 

= (𝑝, 𝔾1, 𝔾2, 𝔾𝑇 , 𝑒, 𝑔1, … , 𝑔𝑛, ℎ, ℎ̃ = ℎ𝛿) . Algorithm Setup afterwards computes an 

(𝑛, 𝑚) −matrix N of elements 𝑁𝑖𝑗 =   𝑔
𝑖

𝛿𝑀𝑖𝑗+𝑅𝑖𝑗
where 𝑅𝑖𝑗 are randomly generated and defines 

the evaluation key 𝐸𝐾𝑀 as (𝑀, 𝑁). Then algorithm Setup computes the matching public key 

𝑃𝐾𝑀as a vector of 𝑚 elements 𝑃𝐾𝑗 = 𝑒(∏ 𝑔
𝑖

𝑅𝑖𝑗𝑛
𝑖=1 , ℎ). At the end of its execution algorithm 

Setup returns 𝐸𝐾𝑀  and  𝑃𝐾𝑀 =  (𝑃𝐾1, … , 𝑃𝐾𝑚). 
 

 ProbGen: On input of a vector �⃑� = (𝑥1, … , 𝑥𝑚) and public key 𝑃𝐾𝑀 =  (𝑃𝐾1, … , 𝑃𝐾𝑚), this 

algorithm computes public verification key 𝑉𝐾𝑥 =  ∏ 𝑃𝐾
𝑗

𝑥𝑗𝑚
𝑗=1  and returns the pair (�⃗�, 𝑉𝐾𝑥). 

 



 

 

Project No 644412 

Date 30.09.2016 

D3.2 - Specification and Preliminary Design of Verifiability Mechanisms 
Dissemination 

Level 
 (PU) 

 

 

  20  

 

 Compute: On input of vector �⃑� and evaluation key 𝐸𝐾𝑀, this algorithm computes 𝑀�⃑� and 

generates the proof Π = ∏ ∏ 𝑁
𝑖𝑗

𝑥𝑗𝑚
𝑗=1

𝑛
𝑖=1 .  

 

 Verify: On input of verification key 𝑉𝐾𝑥, result �⃑� = (𝑦1, … , 𝑦𝑛) and proof Π, this algorithm 

verifies whether 𝑒(Π, ℎ) = 𝑒(∏ 𝑔𝑖
𝑦𝑖 , ℎ̃𝑛

𝑖=1 ) 𝑉𝐾𝑥 . If so, then algorithm Verify outputs 𝑀�⃑� =  �⃗�; 

otherwise it outputs error.  
 

3.4 Non-interactive verifiable solutions for biometric matching 

We address here the issue of representing biometric matching algorithm in such a way that they can 
be processed in a verifiable way. This step is crucial for verifying outsourced computations over 
biometric data. 
 

3.4.1 Arithmetic constraints and Quadratic Arithmetic Programs 

Currently, the most efficient non-interactive verifiable systems for general computations (Pinocchio 
[20] and Geppetto [21]) are based on Quadratic Arithmetic Programs (QAP), which are sets of 
polynomials built from the computation to verify. They enable efficient verification of general purpose 
computations, see [22] for more details. Computations are first expressed in terms of arithmetic 
constraints. An arithmetic constraint consists of variables that carry values from a finite field and 
connect to addition and multiplication gates. Evaluating the variables at each gate gives a transcript of 
the computation containing the input, the output, and all intermediate values. Basically, a verifiable 
proof of correctness of the computation is a proof that a transcript is a valid transcript with respect to 
the definition of the constraints. Arithmetic constraints are then transformed into QAP (cf. [22]). 
 
The biometric matching to be represented 
We now assume that the biometric matching 𝐹 to be computed amounts to an inner product of 𝑁-
length vectors followed by comparison of the result to a threshold. We assume that a biometric 
template is a 𝑁-length vector where each component is an integer over 𝑛 bits. For instance, typical 

parameters are 𝑁 = 3000 and 𝑛 = 8. Let 𝑢 and 𝑢′ be two biometric templates. The inner product of 𝑢 

and 𝑢′ gives a score 𝑆 = ∑ 𝑢𝑗 ∙ 𝑢′
𝑗

𝑁
𝑗=1 . This score is then compared to a threshold 𝑇. 

The actual biometric matching we may use in practice might be more complex but the inner product 
and the comparison to the threshold are inherent functionalities in any case. That is why we focus 
here on efficient ways to manage them. 
 
A naive implementation 
A (relatively) naive way to represent this matching in terms of arithmetic constraints is given in Figure 
2. 
 



 

 

Project No 644412 

Date 30.09.2016 

D3.2 - Specification and Preliminary Design of Verifiability Mechanisms 
Dissemination 

Level 
 (PU) 

 

 

  21  

 

 

Figure 2: Naive representation of biometric matching 

In Figure 2, 𝑢 and 𝑢′ are two biometric templates to be compared. The dummy multiplicative gate 

(which performs a multiplication by 1) is needed for composing the inner product with the comparison 
to a threshold because in the QAPs, the additive gates are compressed into their contributions to the 
multiplicative gates. The comparison of the score 𝑆 to the threshold 𝑇 is done by computing 𝑆 − 𝑇 and 

checking whether 𝑆 − 𝑇 > 0. More precisely, the integers are assumed to be in a complement-by-2 

representation for signed integer values, and the output is the sign bit of 𝑆 − 𝑇. The extraction of the 
sign bit from a value is done with a split gate, presented hereinafter. 
 
The split gate 
A split gate is a set of arithmetic constraints that enable to split the binary representation of some 
integer of some size, bit by bit. Given an integer 𝑎 which is known to be on 𝜏 bits, the split gate has 
one input variable, containing 𝑎, and 𝜏 output variables. Let 𝑐0 denote the input variable and 𝑐1, ⋯ , 𝑐𝜏 
the output variables. The set of constraints defining the split gate is as follows: 

- the concatenation of the output bits equals the input: ∑ 2𝑗−1 ∙ 𝑐𝑗 = 𝑐0
𝜏
𝑗=1  

- each output contains a Boolean value (0 or 1): ∀𝑖 ∈ {1, ⋯ , 𝜏}: 𝑐𝑗 ∙ (1 − 𝑐𝑗) = 0 

In practice, 𝜏 depends on the interval spanned by the input values (e.g. the inputs are 8 bit long, 16 
bits long, etc.). 
 

3.4.2 Optimizations 

To get a more efficient way to represent the biometric matching as arithmetic constraints, we perform 
the following optimizations. 

- we encode several (say 𝑘) integers in each variable of the QAP. 

- we split the inner product into several (say 𝑚) sub inner products. 

As a result, the QAP size is in 𝑂(𝑁
𝑘 ∙ 𝑚⁄ ) instead of 𝑂(𝑁). More details on these optimizations can be 

found in [23]. 
In the following we describe both tricks. 
 
Handling several elements in a single variable 
The core idea is to encode several integers per variables. The encoding of 𝑘 integers {𝑢𝑖}𝑖∈[1,𝑘] on one 
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of the input of the 𝑗-th multiplicative gate, for 𝑗 ∈ [1, 𝑁
𝑘⁄ ], is denoted as 𝐸𝑘

((𝑗−1)∙𝑘+1)(𝑥) and is defined 

as: 

𝐸𝑘
((𝑗−1)∙𝑘+1)(𝑥) = ∑ 2 𝑖 ∙ 𝑥(𝑗−1)∙𝑘+𝑖

𝑘

𝑖=1

= 2 1 ∙ 𝑥(𝑗−1)∙𝑘+1 + ⋯ 2 𝑘 ∙ 𝑥𝑗∙𝑘 

for some integers 휀1, ⋯ , 휀𝑘. A multiplicative gate taken as input 𝐸𝑘
((𝑗−1)∙𝑘+1)(𝑢) and 𝐸𝑘

((𝑗−1)∙𝑘+1)(𝑢′) 

outputs the product of the encodings, denoted 𝐸𝑢∙𝑢′,𝑘
((𝑗−1)∙𝑘+1). This product contains the encoded 

version �̃� of the score 𝑆. Developing the product, and gathering by power of 2, we get: 

�̃� = 22∙ 1 ∙ 𝑎1 + 2 2 ∙ 𝑎′
2 + 22∙ 2 ∙ 𝑎2 + 2 3 ∙ 𝑎′

3 + ⋯ + 22∙ 𝑘 ∙ 𝑎𝑘 

where 𝑎𝑖 are the terms in 22∙ 𝑖 gathering product of 𝑢𝑖 and 𝑢′
𝑖, and 𝑎′

𝑖 the other terms in 2 𝑖. For 
instance, for 𝑗 = 1, we have: 

𝐸𝑢∙𝑢′,𝑘
(1) = 22∙ 1 ∙ 𝑢1 ∙ 𝑢′

1 + 2 2 ∙ (𝑢1 ∙ 𝑢′
2 + 𝑢2 ∙ 𝑢′

1) + 22∙ 2 ∙ 𝑢2 ∙ 𝑢′
2 + ⋯ + 22∙ 𝑘 ∙ 𝑢𝑘 ∙ 𝑢′

𝑘 

The score 𝑆 may be extracted from its encoded version �̃� by extracting the 𝑘 sub-terms corresponding 

to the coefficients of 22∙ 1 , ⋯ , 22∙ 𝑘 (namely 𝑎1, 𝑎2, ⋯ , 𝑎𝑘), and to sum them. 
 
Split of the inner product 
Another trick is that the inner product is split into 𝑚 sub-inner products, where 𝑚 divides the length 𝑁 

of the biometric templates. The inner product of length 𝑁 vectors is then decomposed into 𝑚 inner 

product of length 𝑁 𝑚⁄  vectors. The sum of the 𝑚 sub-inner products gives the resulting score. 

In terms of arithmetic constraints, the iteration over the sub-inner products might be computed in two 
ways: 

- According to a first way to compute the iteration, the inputs are iteratively fed into 𝑁
𝑚⁄  

multiplicative gates and the intermediate results are added into a storage location. At the end 
of the iteration, the storage location contains the result of the inner product. 

- According to a second way to compute the iteration, the inputs are fed alternatively into two 
sets of constraints. 

Depending on the parameters, one or the other way might be more efficient. 
 
Verifiable biometric matching with a QAP representation 
Let us first assume the case where 𝑚 = 1. That is, the inner product is not split into several sub inner 
products. We encode several elements per variables. The resulting arithmetic constraints are 
described in Figure 3. 
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Figure 3: Verifiable biometric matching with a QAP representation 

In Figure 3, the number of multiplicative gates at the input layer is 𝑁
𝑘⁄ . The inputs of the 𝑗-th 

multiplicative gate, for 𝑗 ∈ [1, 𝑁
𝑘⁄ ] are 𝐸𝑘

((𝑗−1)∙𝑘+1)(𝑢) and 𝐸𝑘
((𝑗−1)∙𝑘+1)(𝑢′). These gates are denoted 

as 𝑟𝑗 in Figure 3 and the inputs are enumerated from 1 to 2𝑁
𝑘⁄ . The 𝑁 𝑘⁄  outputs of these gates take 

the values 𝐸𝑢∙𝑢′,𝑘
((𝑗−1)∙𝑘+1). Their sum equals the encoded score �̃�. The dummy multiplicative gate is 

numbered 𝑟𝑁
𝑘⁄ +1. Then, a split gate is used in order to extract the 𝑎𝑖 coefficients, for 𝑖 ∈ [1, 𝑘], in order 

to retrieve the non-encoded score 𝑆. The coefficients are first added, then multiplied by the 
corresponding power of 2; then a final addition gives the score. Finally the comparison to a threshold 
𝑇 is performed. The value 𝑆 − 𝑇 is computed and a second split gate is used to extract the sign bit. 
 
For the sake of concreteness, typical parameters might be 𝑁 = 3000, 𝑛 = 8, 𝑞 = 256, and 𝑘 = 3. The 

parameters for the encoding might be 휀1 = 0, 휀2 = 26, 휀3 = 78, which are well-suited to encode three 
8-bits integers into a 256-bit length integer. 
 
Verifiable computation with a multi-QAP representation: first way 
Let us now assume that 𝑚 > 1. That is, the inner product is split into several sub-inner products. 
A first way to iterate over the sub-inner products is illustrated in Figure 4. 
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Figure 4: Verifiable computation with a multi-QAP representation: first way 

 
The function 𝐹 is expressed with two functions 𝐹1 and 𝐹2. 𝐹1 computes the inner product of two 
𝑁

𝑘 ∙ 𝑚⁄ -length vectors, and is used 𝑚 times. 𝐹2 computes the sum of 𝑚 intermediate results, extracts 

the score and performs the comparison to the threshold. 𝐹2 is performed once. The 𝑚 applications of 

𝐹1 give the encoded sub-scores �̃�𝑧, for 𝑧 ∈ [1, 𝑚]. 

�̃�𝑧 = ∑ 𝐸𝑢∙𝑢′,𝑘
((𝑧−1)∙(𝑁

𝑚⁄ )+(𝑗−1)∙𝑘+1)

𝑁
𝑘∙𝑚⁄

𝑗=1

 

The sum of these sub-scores gives the encoded score �̃�, which is then extracted as in the QAP case. 
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Verifiable computation with a multi-QAP representation: second way 
A second way to iterate over the sub-inner products is described in Figure 5. 
 

 

Figure 5: Verifiable computation with a multi-QAP representation: second way 

 
In this case, the function is decomposed into three functions 𝐹1, 𝐹2 and 𝐹3.  𝐹1 and 𝐹2 both take as 

input two 𝑁
𝑘 ∙ 𝑚⁄ -length vectors and a sub-score, and outputs an updated sub-score. They are used 

alternatively 𝑚 times. 𝐹3 extracts the score from the encoded resulting score and performs a 
comparison. For 𝑧 ∈ [1, 𝑚], 𝐹1 is applied when 𝑧 is odd and 𝐹2 when 𝑧 is even. The 𝑚 alternative 

applications of 𝐹1 and 𝐹2 give the encoded sub-scores �̃�𝑧, for 𝑧 ∈ [1, 𝑚], as in the first iterative way. 

The sum of these sub-scores gives the encoded score �̃�, which is then extracted as in the QAP case. 
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3.4.3 Conclusion 

In this sub-section, we described several ways to represent the biometric matching operation we are 
interested in in terms of arithmetic constraints. The way we manage these representations is crucial 
for the efficiency of the verifiable processing of these operations. More precisions about the way of 
applying the Pinocchio [20] and Geppetto [21] verifiable systems to those sets of arithmetic 
constraints are given in [23]. 

 
 

3.5 Summary 

In this section, we defined three verifiable computation primitives. These three primitives achieve the 
computation integrity and public verifiability requirements. As of the efficiency requirements, primitives 
of Section 3.3 and Section 3.4 take different ways, although they both improve efficiency over general 
purpose verifiable computation schemes. 

Primitives of Section 3.3 are designed for one type of computation, namely polynomial and matrix 
evaluation, and take consequently advantage of the particular computation to be verified. They 
achieve lower complexity for the prover (i.e. the cloud provider) and the verifier than the state of the 
art verifiable computation schemes. 

On the other side, primitive of Section 3.4 makes use of the verifiable computation schemes Pinocchio 
[20] and Geppetto [21], which are general purpose schemes. However efficiency is improved with a 
more efficient way to represent the function to be verified, before the verifiable computation scheme is 
applied. Since the verification scheme remains the same, efficiency is improved for the prover (i.e. at 
the cloud side) over the general purpose systems but not for the verifier.   
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4 Verifiable ownership and deduplication 

We have seen in deliverable D3.1 [1] that deduplication can be abused in multiple ways. For instance, 
by exploiting the connection between a file (or data block) and its corresponding short identifier, a 
malicious user may gain the ownership of a certain file by just attempting to upload it to the storage 
provider, presenting its corresponding short identifier to the provider and be added as an owner of 
that file, and then asking to restore it. 

In Sections 4.1 and 4.2, we introduce the initial design of verifiable ownership solution based on the 
works of Halevi et al. [24], Di Pietro et al. [25], Blasco et al. [26]. We will first define the problem we 
want to address. In doing so we will present a technical review of the works on which we base our 
initial solution design, and the requirements we need to achieve [16]. Then, we will describe the initial 
design of the verifiable ownership solution starting from an application scenario, the definition of the 
primitive and how to use the primitive. 

In Section 4.3, a solution for attesting different levels of deduplication is introduced. 

4.1 Problem definition 

In a typical storage system with client-side deduplication, a file is deduplicated only if its unique short 
identifier (e.g., hash) matches the short identifier of a file already present in the cloud. Halevi et al. 
[24] identified a series of attacks that exactly exploit client-side deduplication, allowing an attacker to 
gain ownership of any file of other users based on the knowledge of the corresponding short 
identifiers. 

The above represents a direct threat to storage systems that use client-side deduplication across 
multiple users and can be damage the storage provider’s interests. For instance, Alice the attacker 
uploads a copy of a (potentially huge, and possibly copyright infringing) file to the storage server and 
publishes the hash of that file (e.g., on her web page). Now anyone wishing to obtain the file can 
attempt to upload it to the storage service, present the hash value to the service and be identified as 
owning that file. Hence Alice essentially uses the storage service as a content distribution network 
(CDN). This behavior may run afoul with the business model of that storage server, which is likely to 
be designed to support many uploads but very few restore operations. This behavior might also 
support piracy and copyright infringing behavior. 

Consider also the following attack: An attacker that is able to temporarily compromise a server 
machine, getting access to its internal cache, which includes the hash values for all the recently 
accessed files. Having obtained this (relatively small) piece of information, the attacker is now able to 
download all these files, which may include confidential files of others. The attacker can even publish 
these hash values, thus enabling anyone to get these files. Note that it is unlikely that the attacker can 
use a short compromise event to actually download all the large files themselves, but the server 
cache may be many orders of magnitude smaller. Further, note that even if the server learns about 
the attack early on, there is not much that it can do about it. The only effective remedy that it has is to 
turn of client side deduplication for the affected files, essentially forever.  
 
The main issue raised by the previous discussion is that representing a large file by a small piece of 
not really secret information is a bad idea. Informally, we would require that if an adversary somehow 
obtains a bounded amount of information about a given target user file F via out-of-band leakage (i.e. 
F’s short identifier), then the adversary cannot leverage this short information to obtain the whole file F 
by participating in the deduplication protocol with the cloud storage provider. 
 

4.1.1 Technical review 

In this section we briefly review the technical details of the works on which we will base the initial 
design of the verifiable ownership solution. More details can be found in D3.1 [1]. 
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In order to mitigate the threats described in the previous sections, Halevi et al. [24] introduced the 
concept of Proof of Ownership. Halevi et al. [24] presented three PoW schemes based on Merkle 
Trees built on top of the content of the original file. These schemes achieve different level of security 
and efficiency. In all the cases, most of the burden is on the client-side. 

To enhance client-side efficiency, Di Pietro et al. [25] proposed a PoW scheme based on a 
challenge/response mechanism. Every time a file is uploaded to the server, the server computes a set 
of challenges for that file and stores them. Each challenge is a seed of a pseudo-random function 
(PRF), used as compact source of randomness, that is expanded to a number of bit positions in the 
file, and the response is the concatenation of the bit values at the requested positions. Clients prove 
knowledge of a file by returning the correct string. This solution improves the one presented by Halevi 
et al. in terms of efficiency and bandwidth consumption at the client side, while requiring more 
computation at the server side (challenges have to be recomputed when they are exhausted.  

Later, Blasco et al. [26] proposed an alternative design that strikes a balance between server-side 
efficiency and client-side efficiency. The strategy consists of using a Bloom filter (BF), a space-
efficient randomized data structure, to store the server-side data-structure used in the Di Pietro et al. 
[25] scheme.  

Blasco et al. [26] approach is more efficient at the client side than the solution proposed by Halevi et 
al. [24] and more efficient at the server side than the proposal by Di Pietro et al. [25], the size (in bits) 
of the Bloom filter does not depend on the file size. 

 

4.1.2 Requirements 

For the design of our verifiable ownership solution, the following requirements described and 
analyzed in deliverables D2.2 [16] and D3.1 [1] must be taken in consideration. In particular the main 
requirements are the following:  

 WP33-R1 - Efficient ownership verification,  

 WP33-R2 - Verifiable ownership with data confidentiality,  

 WP33-R3 - Verifiable ownership with multi-tenancy,  

 WP33-R4 - Verifiable ownership with data reduction. 

 

4.2 Design description 

4.2.1 Scenario 

In order to save space and bandwidth, cloud storage providers typically use, as data reduction 
technique, client-side data deduplication for eliminating duplicate copies of repeating data. When a 
cloud user uploads a file, he first sends a short identifier of the file. The cloud storage provider checks 
if that short identifier is already known. If this is the case, the server just marks the cloud user as an 
owner of that file without requesting any additional action. If the identifier is not in the cloud storage 
provider’s database then the provider asks for the entire file. Either way the server marks the client as 
an owner of that file. 

To solve the problem of using a short identifier as a proxy for the entire file, Proof of Ownership will be 
used. A client will have to first prove to the server that it indeed has the file. 

 

4.2.2 Proof of Ownership 

A Proof of Ownership scheme is a security protocol used by a server to verify that a client owns a file 

without the need for a full upload. It consists of a probabilistic algorithm 𝑆, called also the summary 
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function, and a protocol between two probabilistic interactive algorithms Π(𝑃, 𝑉) having the following 
semantics:  

1. 𝑆(1𝜆 , 𝐹) takes as input a positive integer as security parameter 𝜆 in unary, and a file 𝐹, an 

output a short summary value ϕ.  

2. Π (𝑃(1𝜆, 𝐹), 𝑉(𝜙)) → {𝐴𝑐𝑐𝑒𝑝𝑡, 𝑅𝑒𝑗𝑒𝑐𝑡}: The prover 𝑃, which takes as input the security 

parameter 𝜆 and a file 𝐹, interacts with the verifier 𝑉, which takes as input a short summary 

value 𝜙, and outputs either 𝐴𝑐𝑐𝑒𝑝𝑡 or 𝑅𝑒𝑗𝑒𝑐𝑡. 

The main efficiency parameters of a PoW are the following: 

 The size of the summary information 𝜙 = 𝑆(1𝜆 , 𝐹). Given the high server workload, an 
efficient PoW has to allow the server to store only an extremely short information per file that 
is sufficient to perform the protocol, without having to fetch the entire file contents for 
verification. 

 The communication complexity of the protocol. In particular, the protocol must be bandwidth 
efficient consuming much less bandwidth than the size of the file (otherwise the client could 
just send the file itself to the server); 

 The computational complexity of 𝑆 and 𝑃 (all with respect to the file size |𝐹| and the security 
parameter 𝜆). Solutions should have linear dependence on the security parameter, and 

computation complexity of 𝑆 and 𝑃 linear in |𝐹| and everything else is at most (poly) 
logarithmic in |𝐹|. Another efficiency parameter that can be important is the space complexity 

of 𝑆, 𝑃 when viewed as one-pass algorithms that access the input file in a streaming fashion. 
(This is significant since for large files one would like to read them sequentially from disk only 
once, and enough memory to store them all is not available.) 

A proof of ownership scheme must satisfy the following properties: 

Correctness: For correctness, it is required that for all security parameters 𝜆 and for any binary file F 

of length polynomial in 𝜆, Π(𝑃(1𝜆 , 𝐹), 𝑉(𝑆(1𝜆, 𝐹))) outputs 𝐴𝑐𝑐𝑒𝑝𝑡 with all but a negligible probability in 

the security parameter. 

Security: Informally, a PoW scheme is considered secure if the probability of being able to 
dishonestly prove the ownership of a file is negligible in the security parameter, even if the attacker 
possesses a relevant part of the file.  

More formally, security is defined as a game, between a challenger 𝐶 and a PPT adversary 𝐴, with 

parameters 𝜆, 𝑘, 𝑇 (whose meaning is explained in the game definition), and defined as follow: 

 Setup Phase: 𝐴 submits a distribution 𝐷 over {0,1}𝑀, where 𝑀 is any positive-integer, with 
min-entropy at least 𝑘. 𝐶 samples a file 𝐹 according to distribution 𝐷 and runs the summary 

algorithm to obtain 𝜙 = 𝑆(1𝜆, 𝐹). 

 Learning Phase: A can adaptively submit polynomially many queries to 𝐶, where each query 
type can be one of the following and concurrent queries of different types are not allowed. 

o Prove-Query: 𝐶, running the verifier algorithm 𝑉 on input 𝜙, interacts with 𝐴, which 
plays the role of the prover, to obtain 𝑏 = Π(𝐴, 𝑉(𝜙)). 

o Leakage-Query: This query consists of a description of a PPT algorithm  𝑃’. 

𝐶 answers this query by running 𝑃′(1𝜆 , 𝐹)
𝑉(𝜙)

 to obtain a string 𝑦, and sending 𝑦 to 𝐴. 

Denote 𝑌 as the bit-length sum of all the 𝑦-responses. 

 Challenge Phase: 𝐶, running the verifier algorithm 𝑉 on input 𝜙, interacts with 𝐴, which plays 
the role of the prover, to obtain 𝑏 = Π(𝐴, 𝑉(𝜙)). 𝐴 wins if 𝑏 = 𝐴𝑐𝑐𝑒𝑝𝑡 and 𝑌 ≤  𝑇. 
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A proof of ownership scheme is (𝜆, 𝑘, 𝑇, 𝜖)-secure if for any positive-integer 𝜆, any positive-integer 𝑘, 

any input distribution 𝐷 with 𝑘 bits of min-entropy, soundness error 𝜖 ∈ [0,1], and any PPT adversary 

𝐴 as above that receives less than 𝑇 bits of leackage, the probability of 𝐴 winning the above game is 
at most negligible in 𝜆 more than 𝜖.  

Informally, as long as the min-entropy in 𝐷 is sufficiently larger, meaning that 𝐷 is sufficiently 
unpredictable, compared to the number of bits leaked to the adversary, the adversary should not be 
able to convince the server that it has the file. Notice that, a PoW does not protect against an 
adversary who uses the rightful owner of a file as an interactive oracle to obtain the correct responses 
to a PoW challenge. 

4.2.3 Solution 

Let’s now analyse how the primitive, defined in the previous section, can be used in the scenario 
described above to mitigate some of the attacks on client-side deduplication. First, the cloud storage 
provider will initialize a database 𝐷𝐵 to keep truck of the ownership of the files indexed by their short 

identifier. Each entry in 𝐷𝐵 contains at least: (1) 𝑠ℎ: the short identifier of the file, (2) 𝑂𝑤𝑛𝑒𝑟𝑠: the list 

of owners, and (3) 𝜙: the summary information related to the file. 

When a cloud user wants to upload a file 𝐹, she first computes the short identifier 𝑠ℎ and sends it to 

cloud storage provider that looks up for 𝑠ℎ in 𝐷𝐵. If an entry corresponding to sh is not found in DB, 
then the provider asks the client to upload the file. When the upload is completed, the provider 

computes the summary information 𝜙 = 𝑆(1𝜆, 𝐹) and adds the entry (𝑠ℎ, 𝑂𝑤𝑛𝑒𝑟𝑠, 𝜙) to 𝐷𝐵 where 

𝑂𝑤𝑛𝑒𝑟𝑠 contains the information about the user. On the other hand, if an entry (𝑠ℎ, 𝑂𝑤𝑛𝑒𝑟𝑠, 𝜙) is 
found then the provider engage in the Proof of Ownership protocol by playing the role of the verifier, 

the user plays the role of the prover. Namely, the provider runs 𝑉(𝑆(1𝜆 , 𝐹)) and user runs 𝑃(1𝜆, 𝐹). If 

protocol succeeds then the provider adds the user to 𝑂𝑤𝑛𝑒𝑟𝑠 and informs the user that a full upload is 
not required. In the next section, we will see an application of PoW in the context of attestation of 
deduplication levels. 

In addition, in our solution, we envision a system that can offer different PoW schemes depending on 
the user subscription. In this ways, the cloud storage can provide a PoW that is more efficient at the 
client side, for users who are actually paying for the service. In this case, our solution will be based on 
Blasco et al. [26] scheme. For users who are subscribed to the free version, the cloud provide may 
demand them to use the PoW solution that is more expensive on the client-side than the server side. 
In this case, our solution will be based on the Halevi et al. [24] scheme that provides an efficient 
solution at the server side. 

 

4.3 Attestation of Deduplication Levels 

Proofs of Ownership (PoW) can be used by the gateway to ensure that the client is in possession of 
the file in its entirety (and not only of its hash). In [2], Armknecht et al. rely on the PoW due to Halevi 
et al. [24] which results in the lowest computational and storage overhead on the gateway [26]. This 
PoW computes a Merkle tree over the file f, such that the root of the Merkle tree constitutes a 
commitment to the file.  

In the sequel, we denote by MTBuf(f) the root of the Merkle tree as output by the PoW of [24] given an 
input Buf(f), being an encoding of a file f. The verifier can challenge the prover for any block of the file, 
and the prover is able to prove knowledge of the challenged block by submitting the authentication 
path of this block. In order to reduce the number of challenges for verifying the PoW, the file is 
encoded into Buf(f) before computing the Merkle tree. An additional trade-off can be applied by 
limiting Buf(f) to a maximum size of 64 MB in the case of larger files. The security of this scheme is 
based on the minimum distance of random linear codes. We refer the readers to [24] more details on 
this PoW. 
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In [2], the authors assume a system comprising a number of clients C1, C2, . . . that are interested in 
storing their files at a storage provider S such that each client learns the level of deduplication 
undergone by his files, that is the number of clients that outsourced the same file. Since existing 
storage providers do not report the deduplication patterns of the stored data, a straightforward 
approach would be to rely on an additional gateway G, which interfaces between the users and the 
cloud, and orchestrates data deduplication prior to storing the data on the cloud. Note that G is a 
logically centralized entity, and can be easily instantiated using distributed servers. Notice that this 
model is generic and captures a number of practical deployment scenarios. For instance, G could be 
an independent service which offers cheaper cloud storage, by performing data deduplication over 
existing public clouds; alternatively, G could be a service offered by S itself in order to offer 
differentiation to existing cloud storage services, etc. In this scheme, we assume that G owns an 
account hosted by S, and orchestrates cross-user file-based deduplication. By doing so, G can 
provide its users with full transparency on the storage savings due to deduplication exhibited by their 
data. For instance, G can offer price reductions for customers whose data is highly deduplicated (e.g., 
50% discount if the file is deduplicated among at least n entities). Alternatively, G could fairly distribute 
storage costs amongst users who are storing deduplicated files; for example, assume that there are n 
clients all storing the same file f, then each client can effectively be charged a fraction of 1/n of the 
cost of storing f. Notice that these reductions do not threaten the profitability of G (nor S) which can 
still comfortably profit from the various offered services (e.g., resilience to failures, mobile access, 
data synch across devices). On the contrary, the option of sharing storage costs with other clients 
storing the same files may provide a clear differentiator compared to other competitors. Nevertheless, 
providers are clearly not keen on sharing parts of their profits with the users and may not correctly 
report the cost reductions due to data deduplication. The challenge here therefore lies in transparently 
and efficiently attesting data storage costs (i.e., including deduplication savings) across users in the 
presence of a storage provider which might not correctly report the deduplication (and access) 
patterns of the data that it is storing. 

We propose the reliance on a novel Merkle-tree based cryptographic accumulator, dubbed CARDIAC, 
to attest the levels of deduplication of a given file. Cryptographic accumulators (e.g. [27, 28]) basically 
constitute one-way membership functions; these functions can be used to answer a query whether a 
given candidate belongs to a set. In what follows, we show how to construct a cardinality-proving 
accumulator (CARDIAC) which leverages Merkle trees in order to efficiently provide proofs of 
membership and (non-public) proofs of maximum set cardinality.  

A Merkle tree is a binary tree, in which the data is stored in the leaves. Let ai,j denote a node in the 
tree located at the i-th level and j-th position. Here, the level refers to the distance (in hops) to the leaf 
nodes; clearly, leaf nodes are located at distance 0. On the other hand, the position within a level is 
computed incrementally from left to right starting from position 0; for example, the leftmost node of 
level 1 is denoted by a1,0. In a Merkle tree, the intermediate nodes are computed as the hash of their 
respective child nodes; namely ai+1,j = H(ai,2j , ai,2j+1). Given a tree of height l, CARDIAC accumulates 
elements of a set X by assigning these to the leaf nodes (starting from position 0) while the remaining 
leaf nodes a0,|X| , . . . , a0,2l−1 are filled with a distinct symbol 0. These are called the zero leaves. 
Nodes that are derived from the zero leaves are called open nodes and play a special role. More 
formally, the zero leaves a0,|X| , . . . , a0,2l are refered to open nodes. Moreover, if ai,2j and ai,2j+1 are 
both open, so is ai+1,j = H(i + 1, ai,2j , ai,2j+1).  

We now outline the main algorithms (Acc, ProveM, VerifyM, ProveC , VerifyC) provided by CARDIAC. 
Observe that ProveM and ProveC will be used to attest membership and cardinality and likewise 
VerifyM and VerifyC to instantiate the verification of attestation of both membership and cardinality. 

 δ ← Acc(X). This algorithm accumulates the elements of a set X into a digest δ. In CARDIAC, 
δ corresponds to the hash of the root node of the modified Merkle tree, al,0, and the height I of 
the tree, i.e., δ = H(al,0, l). 

 πM ← ProveM(X, x). Given a set X and element x ∈ X, this algorithm outputs a proof of 

membership πM asserting that x ∈ X. πM consists of the sibling path of x in the modified 
Merkle tree and the root al,0. 
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 VerifyM(δ, x, πM). Given δ, an element x, its sibling path and the root al,0, this algorithm 
outputs true if and only if δ = H(al,0, l) where l is the length of the sibling path and the sibling 
path of x matches the root al,0. 

 πC ← ProveC (X). Given a set X, this algorithm outputs a proof πC attesting an upper bound 
on the size |X| of the set. Here, πC consists of the size of X, the right-most non-zero element 
a0,|X|−1, its sibling path, and the root of the tree al,0. 

 VerifyC(δ, c, πC ). Given the digest δ, the cardinality |X| of the set X, and a proof of cardinality 
consisting of a0,|X|−1, its sibling path, and the root of the tree al,0, this algorithm outputs true if 
the following conditions are met: 

o it holds that δ = H(al,0, l) where l is the length of the sibling path, 

o it holds that 2l−1 < |X| ≤ 2l 

o the sibling path of a0,|X|−1 matches the root al,0, and 

o all nodes on the sibling path that are open do contain the right value.  

o Here, VerifyC assumes that all the leafs with position larger than |X| − 1 in level 0 are 
filled with the 0 element which is not contained in X.  

In [14], it was shown that, in addition to proofs of membership, our CARDIAC instantiation provides a 
proof that the number of non-zero leaves in the Merkle tree with root al,0 is at most |X|. 

Therefore, to verify the level of deduplication undergone by their files, clients invoke the VerifyC and 
VerifyM algorithms of CARDIAC. More details on this process can be found in [2]. 

 As such, CARDIAC emerges as a novel and efficient construct that attests an upper bound on the 
number of users who deduplicate the same files.  

 

4.4 Summary 

In Section 4, we introduced the initial design of a verifiable ownership solution based on the works of 
Halevi et al. [24], Di Pietro et al. [25], Blasco et al. [26] and envisioned their combined usage to meet 
different security, efficiency and client requirements. We also presented a solution for attesting the 
deduplication pattern of the files stored in the cloud that leverage PoW. This initial design meets the 
requirements described and analysed in deliverables D2.2 [16] and D3.1 [1] and leaves the door 
opened for further improvements. 
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5 System Integrity Verification 

5.1 Introduction and description of the problem 

This chapter describes the high level detail of the TPM-based remote attestation security primitive as 
another approach to foster the user’s confidence in cloud services adding an extra security layer to 
the aforementioned verifiable storage and computation techniques. 

 

5.2 TPM-Based Remote Attestation Overview 

Remote Attestation is the activity of making a claim about properties of a target by supplying evidence 
to an appraiser over a network. In our specific case, the client (appraiser) needs to verify the state of 
the Third Party platform (target) is the same as the expected one. 

Cloud computing provides a large catalog of services to its clients, and some of them may require to 
be outsourced from a third party platform for several reasons, for example, an application that 
consumes a very large amount of processing power that the cloud platform cannot fulfill, or maybe an 
application that requires some specialized computation (such as biometric analysis), that a third party 
platform can provide, but the clients of the cloud may not trust completely. In this scenario the TPM-
based remote attestation can be used to verify that a remote system (the third party platform) has not 
been tampered with, and provide the cloud computing users with verifiable evidence that the system 
is working in a known and trusted state, for every time the service or application is run in the third 
party platform. 

The Trusted Computing Group (TCG)
1
 has created the TPM specification that allows an untrusted 

platform to present evidence of the current state with a hardware root of trust (TPM chip). 

This chip can perform measurements of system files, and the results are stored in secure internal 
registers inside the TPM called Platform Configuration Registers (PCR). 

Measuring a file means that the TPM creates a hash based on the bytes read from it, and then takes 
the current PCR value to hash it together with the hash obtained from the file, to replace the PCR 
value with the result, in this way, every newly stored measure depends on the former one recursively 
until the first measure.  

A TPM based remote attestation requires a “learning phase” in which a trusted party (e.g. the Cloud 
Provider) performs the initial chain of measurements with the TPM, and delivers the final PCR value 
to the verifier. 

The final value of the PCR hashes cannot be forged unless an attacker can duplicate the whole list of 
measurements of the exact same files in the same order, and starting from the same initial value. 

The client can perform a remote attestation of the untrusted system by verifying that the final PCR 
values are in the expected state (matching the ones in the learning phase), and signed by the TPM.  
(A more complete definition of the TPM can be found in D3.1 Section 5.2.4). 

 

5.2.1 The TPM-based Remote Attestation Security Primitive 

The TPM-based Remote attestation security primitive is composed of a client part and a server part. 

5.2.1.1 The Remote Attestation Client  

This application runs in the Cloud Service Provider platform and has the capability to verify the 
evidence provided by the Remote Attestation Server, by matching the PCR values computed with the 

                                                      
1
 http://www.trustedcomputinggroup.org/ 



 

 

Project No 644412 

Date 30.09.2016 

D3.2 - Specification and Preliminary Design of Verifiability Mechanisms 
Dissemination 

Level 
 (PU) 

 

 

  34  

 

ones stored in the learning phase, as well as the business logic to connect to the Remote Attestation 
Server and launch the methods in order to generate the evidence. 

 

Figure 6: Remote Attestation Client 

 

When the User requests the service to the Cloud Service Provider that requires the outsourcing to a 
Third Party and therefore an untrusted server, the Attestation Client launches the remote attestation in 
the Attestation Server (running on the Third Party Server) to make sure the result from the Third Party 
Solution (e.g. the outsourced biometric process) is trustworthy (Step 1 in Figure 6). 

The Remote Attestation Server generates the evidence and sends it along with the result of the 
solution to the Remote Attestation Client (Step 2 in Figure 6). The evidence of the attestation consists 
in the resulting PCR values, a NONCE, the signature of NONCE+PCR, and the public key used to 
sign it.   

To verify the evidence, the Remote Attestation Client has to perform several steps. Firstly it matches 
the PCR values, which is a small byte array, with the expected PCR values previously stored in the 
learning phase (Step 3 in Figure 6). Secondly, it has to match the NONCE and verify it’s different with 
the stored one (Step 4 in Figure 6). Subsequently, the Remote Attestation Server signs the 
PCR+NONCE with the Private Key (generated by the TPM), and the Remote Attestation Client 
verifies that signature with the Public Key (included in the evidence) (Step 5 in Figure 6). 

Finally, the Remote Attestation Client verifies the root of trust by checking that the RSA key provided 
in the evidence has the known Endorsement Key (EK) as parent (Step 6 in Figure 6). The EK is a 
special key stored in the TPM and created in fabrication time, in a way that the private part is nearly 
impossible to read without physically destroying the TPM. 

The result is finally sent to the user, and if any of the verifications in the former steps fail, the result of 
the RPC method performed in the untrusted third party platform is rejected since it was not executed 
in a known state (Step 7 in Figure 6). 

5.2.1.2 The Remote Attestation Server  

Once the Attestation Server receives the attestation request (Step 1 in Figure 6) it retrieves the list of 
essential files (those relevant configuration files of the outsourced solution) that are required to be in a 
specific state, in order to be measured by the TPM.  

After these measurements, the Attestation Server signs the final PCR values to present the evidence 
of the server state, using the TPM library to create a fresh RSA key pair. The TPM creates a randomly 
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generated value called NONCE at signature time to encapsulate it with the PCR values and certify 
that the signature is new. 

Finally the Attestation Server packs the evidence (Step 2 in Figure 6) which consists in the signature, 
the RSA public key created, and also PCR values and the NONCE that was used to create the 
signature in plain text so the Attestation Client can verify them. 
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6 Conclusions 

This report introduced the initial design of the verifiability primitives developed within the TREDISEC 
project. 

Regarding verifiable storage, a novel solution for proving data retrievability in presence of file 
replication is introduced. In this solution, the users are not required to replicate and process their files 
themselves. The initial design of a solution for Proof of Retrievability compatible with deduplication is 
presented as well. 

Regarding verifiable computation, we presented two primitives that achieve publicly verifiable 
polynomial evaluation and publicly verifiable matrix multiplication, two operations which may be useful 
for various applications. A third primitive especially used to represent biometric data such that they 
can be processed in a verifiable way is also introduced. 

Regarding verifiable ownership, we presented a solution that uses proof of ownership to mitigate 
attacks on client-deduplication. A solution for attesting the deduplication pattern of the files stored in 
the cloud is also presented. With this solution, users can check the space their data takes. 

Among the system integrity verification primitive used to leverage users’ confidence in execution 
environment, we presented the use of TPM for the verification of the system integrity of a remote 
environment. 
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