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Executive Summary 

The IT world is facing an architectural shift where storage as well as processing capabilities are 
offered by cloud providers. However, data security and privacy are major concerns preventing a large 
scale adoption of the cloud computing architecture. Privacy preserving data processing primitives 
alleviate those concerns by providing precise security guarantees, especially against the cloud 
service providers involved in data processing. This deliverable presents the designs of three privacy 
preserving primitives for data processing which improve on security, performance or functionality. 
Furthermore, a tool-design for optimized outsourcing of data into the cloud is presented. 

Multi-User Searchable Encryption 

This primitive addresses the problem of Multi-User Searchable Encryption in which multiple tenants 
outsource documents and associated search indexes into the cloud. The search indexes can then be 
queried using a set of encrypted keywords, upon which the cloud returns (pointers to) documents 
matching the keywords. 

Searchable encryption in the multi-user context has been addressed by only a few works. These 
unfortunately either rely on a Trusted Third Party (TTP) or ignore attacks in which users and the cloud 
provider collude. The presented multi-user searchable encryption solution ensures both data (i.e. 
contents of documents) and query (i.e. which documents match a given query) privacy while taking 
into account possible collusions with the cloud server. 

The solution proposed in this work, MUSE, considers the following entities: 

 Cloud server: The cloud server stores users’ encrypted data and the corresponding secure 
indexes, and processes the queries over the outsourced data without discovering the content 
of the queries. 

 Proxy: the proxy stores authorization tokens and uses them to transform the queries it 
receives into queries that can be processed by the cloud servers. The proxy is assumed not 
to collude with the cloud server, but is otherwise untrusted. 

 Users have two roles: as a writer, a user uploads an encrypted index built from her data and 
delegates search rights on her index to other users; as a reader, a user can perform search 
operations on the indexes she has been authorized to access. 

The proposed solution is not yet efficient in the response phase because in order to ensure privacy 
against the proxy (and the cloud), the reader receives as many responses as the number of 
documents that are queried. This prevents the use of MUSE for large collections of documents and 
will be part of further research. 

Searchable Encryption for Biometric Data 

This primitive addresses the problem of Searchable Encryption for Biometric Data. The scenario in 
this case is as follows: an identity provider (client) owns a biometric database linking biometric 
templates to identity information. The identity provider wants to delegate the storage of this database 
to a cloud provider (server) and, for privacy or legal issues, the biometric templates are encrypted. 
Now suppose the client has a biometric template and wants to find out whether this template is linked 
to an identity in his database. He encrypts the template vector and makes a query to the encrypted 
database. 

The two presented schemes enable the cloud provider to perform a search on the database. The 
difficulty is that a fresh biometric template to be looked up at a database will not exactly match due to 
the inherent variability of the acquisition process. The basic idea is therefore to compute a dictionary 
of keywords from the biometric template thanks to the use of Locality Sensitive Hashing (LSH) 
functions which will enable a data close to another one to be hashed to the same value. 
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In comparison to existing schemes which are mostly sequential, this scheme can be easily 
parallelized. As a result, it enables biometric identification over a large amount of encrypted biometric 
data in reasonable time. 

Parallel Keyword Search over Encrypted Documents 

This primitive addresses the problem of searchable encryption in which a user outsources a large 
collection of documents and associated search indexes into the cloud. The search indexes can then 
be queried using a set of encrypted keywords, upon which the cloud returns (pointers to) documents 
matching the keywords. 

In comparison to previous work, the solution proposed in this work allows the search index to be 
partitioned and queried in parallel. The construction works as follows: 

 The lookup index is presented as a matrix stored at the service provider. Each column is a 
pointer to an encrypted file and each row is a pointer to a word. Each element of the matrix 
contains an encrypted bit saying whether the corresponding word is contained in the 
corresponding file. 

 For each file the user wants to add to the search index in the cloud, the user first parses the 
file, sorts the words in the file and creates a bit vector. Then the user derives multiple 
encryption keys from a master key, and encrypts this vector of bits using a constrained 
functional encryption scheme to get a lookup vector.The file itself is encrypted using an 
efficient conventional encryption scheme such as AES-CTR. In the last step, the user uploads 
the lookup vector and the encrypted file to the cloud. The cloud inserts the lookup vector as a 
new column in its index matrix and saves the file with a pointer to the column number. 

 A search query is represented as a vector specifying whether or not each word should be 
queried. If word i is to be queried, the vector contains a random number at position i. 
Otherwise it contains a 0. The query is executed against the lookup index via matrix 
multiplication. The search result is another vector which can be decrypted using specific keys 
of the functional encryption scheme. The decrypted search result vector contains random 
numbers at positions where the document matches the query and 0 elsewhere. 

Because each cell in the lookup index is encrypted with a different key, an attacker cannot compare 
different files (i.e., the columns in the lookup matrix) to find relations between the keywords for 
launching statistic attacks. Only the size of the dictionary, i.e., union of all unique words in the 
uploaded files, is leaked. The scheme is provably secure in a strong privacy preserving sense. 

The data structure of the lookup index can be easily partitioned, as the search indexes are all aligned 
in the matrix. Since the search operation on each file is independent of the other data in the lookup 
index, the search process can be easily executed in parallel and the result of a search query can be 
returned immediately. This approach was implemented in the Hadoop MapReduce programming 
model and evaluated using various parameters. 

Tool-design for Outsourcing Data into the Cloud 

This tool considers a customer who wants to outsource a relational SQL database to a cloud service 
provider. The customer wants to encrypt the database to protect it from the cloud provider and other 
attackers, which may try to steal the data from the cloud storage. The execution of arbitrary SQL 
queries still has to be possible and it should be as efficient as possible. In order to support 
computation on encrypted data, computation-expensive encryption algorithms have to be used. This 
makes the whole encryption process a time-consuming task capable of keeping a single machine 
busy for months. 

To handle vast amounts of data to be outsourced (say, terabytes) in an adequate timeframe, it is 
necessary to further speed up the encryption process. We propose encrypting data in parallel on a 
Hadoop cluster using a simple five step workflow. This workflow is part of a larger Data Provisioning 
process presented in D5.1. In the first Cluster Setup step, the Cluster environment is set up and 
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configured. The second step, Target Preparation, creates the destination database and any tables 
and columns necessary. The third step, Data Import, imports plaintext data from the relational 
database into the cluster. Once data is imported into the cluster, it can be encrypted in the Data 
Encryption step. We envision an implementation in the MapReduce programming model encrypting 
rows in parallel. By performing encryption in parallel, we expect to drastically reduce the overall 
encryption time, say from months to days or hours for large data sets. In the final Data Export step, 
the encrypted data is imported into the target database. 

The encryption cluster described above can significantly reduce the overall time required to transform 
a plaintext on-site database into an encrypted off-site database by encrypting many rows in parallel. 
However, the complete migration process will inevitably still take hours for large data sets. If the on-
site database is used after data has been imported into the cluster, the encrypted data will be stale 
and not up to date with the plaintext database. An obvious approach to prevent data from becoming 
stale is to simply shut down the plaintext database after exporting data into the cluster. However, for 
some applications this is not an acceptable option. 

By carefully leveraging the binary log of the plaintext database, a live migration can be performed 
which minimizes the downtime of the overall outsourcing process even further: In (or before) the 
Cluster Setup step, the binary replication log of the plaintext database is enabled. Additionally, a 
proxy component is introduced between the database clients and the plaintext database. Initially, the 
proxy directs all queries to the plaintext database. In the Data Import step, the current binary log 
position is exported alongside the actual data. The cluster based encryption is done as described 
previously. After the Data Export step, the proxy starts reading the binary log at the noted position, 
reconstructs SQL queries from binary log data and sends encrypted queries against the encrypted 
database. As soon as the encrypted database is fully up to date, the proxy redirects all database 
traffic to the encrypted off-site database. This completes the migration process. 
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1 Introduction 

1.1 Purpose and Scope 

This deliverable presents the designs of privacy preserving primitives for data processing in the cloud 
and a tool-design for optimized outsourcing of data into the cloud. 

In particular, the designs of the following primitives are presented: a searchable encryption solution 
adapted to the multi-tenant cloud, two symmetric searchable encryption schemes for biometric data 
and a matrix-based symmetric searchable encryption scheme using constrained functional encryption 
scheme. The tool-design for outsourcing data for example includes a cluster capable of encrypting 
legacy data stored in relational databases in parallel. 

1.2 Innovation potential 

WP5 performs research on multiple outsourcing mechanisms and technologies. This work package 
comprises research on the design of a provisioning framework, concepts on secure outsourced data 
processing, and methods and algorithms to optimize data queries over encrypted data by outsourcing 
its processing into a hosted environment with more computing power. 

With deliverable D5.2, WP5 advances in outsourcing data into an encrypted cloud with a new solution 
for outsourcing data as live migration with nearly zero down time such that, even if the encryption of 
data requires a significant amount of time, operations can still be continued.  

Further, D5.2 provides innovative solutions for the following three aspects: The first aspect introduces 
new methods for applications of searchable encryption to biometric identification. The introduced 
solutions improve over the state of the art by the fact that they are easily parallelizable. The highly 
sequential design of the previous solution prevented efficient outsourcing to several external nodes.  

The second aspect addresses parallelized search on encrypted text. WP5 explores searchable 
encryption based on constrained functional encryption which also provides key-message 
homomorphic properties. D5.2 investigates the possibility of extending the new searchable encryption 
scheme with a MapReduce execution framework to outsource and parallelize the search workload on 
the cloud service provider. It also provides insight into the limitations of this scheme in terms of 
performance and provides some suggestions to improve the performance.  

Finally, only very few solutions so far focus on the third aspect, the problem of searchable encryption 
multi-tenancy. The majority of multi-user searchable encryption solutions are either not secure 
(including Mylar) or rely on the existence of a trusted third party. D5.2 aims at analyzing the 
shortcomings of existing MUSE solutions and further designing a new MUSE solution that is scalable 
with the number of users. 

1.3 Structure of the document 

The rest of this document is structured as follows: 

Section 2 gives an introduction on background relevant to this deliverable. It presents the state of the 
art in searchable encryption and privacy preserving data processing for biometrics, preliminaries of 
bilinear pairings and constrained functional encryption, tools for parallelization and distributed 
processing as well as techniques for database replication and migration. 

Section 3 provides details on improvements on outsourcing mechanisms and technologies. It 
presents a new multi-tenant searchable encryption solution, a symmetric searchable encryption 
scheme for biometric data, a parallel scheme for keyword search over encrypted documents as well 
as tools for securely outsourcing relational databases into the cloud. 

Section 4 concludes this work.  
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2 Background 

2.1 Advances in searchable encryption 

Advances in computer science and the increase in the need for computing resources have prompted 
many organizations to outsource their storage and computation needs, which resulted in a new 
economic and computing model referred to as cloud computing. While the benefits of cloud computing 
are manifold, this new paradigm also introduces new challenges with respect to security and privacy: 
for example, a cloud customer may not be willing to disclose the data he wants to outsource and 
process at the Cloud Service Provider (CSP). Data confidentiality techniques based on traditional 
encryption fall short of allowing computation on the outsourced data and would require the user to 
download and decrypt the entire data set, prior to applying any computational task. 

One of the most demanding operations in the cloud over outsourced data is the search operation. In a 
typical search scenario, a user called “data owner” outsources his data to the untrusted CSP and 
further allows some “data readers” (who can also be the data owner himself) to search for some 
words: the “data reader” will therefore submit some search queries to the CSP which will process the 
corresponding data and further forward the responses back to the “data reader”. As previously 
mentioned, searching becomes difficult when data is confidential. Searchable encryption (SE) 
consists in providing some data encryption solutions that would further allow the CSP to process 
search queries without discovering both the data and the queries. This section reports on existing 
searchable encryption solutions which are categorized in several concepts. Since generic solutions 
allowing any kind of processing over encrypted data are prohibitively expensive, a large number of 
dedicated SE solutions have been developed with different features such as expressiveness of 
search queries, system architecture, security guarantees and efficiency. While Fully Homomorphic 
Encryption (FHE) and Oblivious RAM (ORAM) could potentially be used for searching over encrypted 
data, their cost remains very high: by definition, FHE [1, 2, 3] allows performing arbitrary functions 
over encrypted data without the need for decrypting it; however, such techniques induce prohibitive 
computational cost and storage overhead for practical applications. ORAM [4, 5] consists of 
performing privacy-preserving read and write operations on large encrypted datasets and is thus 
suitable for privacy preserving word search on encrypted data. Unfortunately, ORAM suffers from 
large communication costs and requires the user to store a significant amount of information. 

While the majority of SE schemes [6, 7, 8, 9, 10, 11, 12, 13, 14, 15] [16, 17, 18, 19, 20, 21, 22] tackle 
the problem of searching of a single word in a privacy preserving way, some others consider the 
expressiveness of the search query as an important feature. The main way of improving query 
expressiveness consists in enabling Boolean combinations. Golle et al. [23] initially addressed the 
problem of conjunctive keyword search whereby the cloud returns the set of documents that contain 
all the words in the query. Many subsequent schemes [24, 25, 26, 27, 28, 29, 30, 31, 32, 33], [34, 35] 
also support conjunction of keywords, and some of them [29, 30, 31, 33, 34, 35, 36] additionally 
support any Boolean combination of keywords (using AND, OR and NOT operators). Another 
important direction for the improvement of query expressiveness is the support for fuzzy queries [37, 
35] that match any keyword similar enough to the queried keyword, most of the time with a ranking of 
the results. These fuzzy word search schemes share the use of n-gram representations and secure k-
Nearest-Neighbor (kNN) search. Finally some schemes support pattern and substring queries [38] 
that allow the lookup for substrings in keywords with the possibilities to include wildcard characters. 
Note that there is also an interest for range queries [26, 39, 31, 34, 35] based on numerical keywords 
belonging to a given range (e.g. “20 < age < 40”); however this does not apply to textual search. The 
schemes with the best query expressiveness are the one by Faber et al. [35] supporting any Boolean 
combination of keywords but also range queries, substring queries and phrase queries; and the one 
by Samanthula et al. [34] that allows combinations of various types of predicates on the keywords.  

Additionally, recent solutions [29, 36] also focus on the problem of dynamic searchable encryption 
which allow the data owner to update her data at her convenience without hindering the performance 
of the searchable encryption mechanism.  



 

Project No 644412 

Date 30.09.2016 

D5.2 Optimization of outsourcing activities and initial design of privacy preserving data 
processing primitives 

Dissemination 
Level 

(PU) 

 

 

  10  

 

Searchable encryption solutions can also be classified with respect to the number of parties involved 
in the scheme. The most basic system architecture consists in a single user being both the one 
uploading encrypted data (the data owner) to the CSP and the one searching over this data (the data 
reader). The majority of SE schemes are designed under this initial architecture and are mostly based 
on symmetric cryptography. Boneh et al. [8] are the first to design a searchable encryption solution 
based on public key cryptography. Their solution extends the single user architecture to an 
architecture whereby thanks to the use of a public key any party could encrypt the data and only the 
party owning the corresponding private key could query. Searchable encryption in such a “public key 
setting” has been studied by many subsequent works [20, 40, 6, 26, 9, 39, 33, 34]. Some other 
schemes [41, 42, 43, 44] target the scenario where a single user encrypts data and sends it to the 
cloud, and further grants search rights to an arbitrary set of users. This is defined as the single-writer 
multiple-reader architecture, also termed as "delegated search". Finally few schemes [21, 13] address 
the most general case where many different users upload their data encrypted with their own secret 
key, and many “readers” are allowed to search these different data. This “Multi-Reader Multi-Writer” 
scenario could be implemented by simply setting up one parallel instance of a delegated search 
system for each owner; but this would be highly inefficient since a reader who wants to search for a 
same word in many documents, would have to send one query per document. Hence a Multi-Reader 
Multi-Writer architecture comes with an additional requirement that searching several documents for 
the same word does not have a cost for the reader which is linear with the number of documents. 

SE schemes also differ from each other with respect to their security guarantees, and even from the 
way the security features are defined. Initially, Song et al. [19], used traditional security models such 
as IND-CCA. Further studies [14, 10, 43] showed that this was not sufficient and came up with a 
proper framework for studying the security of SE schemes. Indeed, in SE, the privacy of the data and 
the privacy of the queries are not considered as two independent requirements anymore. More 
precisely, Curtmola et al. [43] show that even when the encryption of the data, considered alone, is 
secure and so is the encryption of the queries, the CSP may still be able to break data privacy when 
the processing of the encrypted query on the encrypted data reveals too much information. This 
means that when evaluating data privacy (resp. query privacy) one must consider the CSP as an 
adversary that receives both the data and some queries targeting this data. Curtmola et al. [43] first 
show that previous privacy/security definitions are not satisfactory because they do not take the 
previously mentioned remarks into account; they further provide a new definition of security that does 
not suffer from these limitations. This definition of security has been reused in a small number of 
subsequent works [29, 30, 38, 42, 35]; most solutions, instead, define an ad hoc security model, 
which renders their security evaluation with respect to other schemes difficult. Unfortunately, this new 
definition of security was designed for schemes with a simple architecture and does not take into 
account new threats which could appear within more complex architectures. As a consequence, most 
schemes with multi-reader multi-writer architectures do not envision collusions between some users 
and the cloud server in their threat model which make them unrealistic. Some schemes [34, 45], 
instead, add a non-collusion assumption between two independent CSPs (typically one for data 
storage and one for query processing). This assumption may lead to various advantages like large 
performance improvements or even higher security guarantees. 

Finally, SE systems must be as efficient and scalable as possible since they are intended for Big Data 
scenarios. The main objectives of a SE system are to handle a large number of queries and to host a 
large number of documents. Hence, when evaluating the performance of SE solutions, one of the 
most important metric is the total number of documents and its impact on the cost of the search 
operation. Thanks to the use of inverted indices, some schemes [43, 16, 29, 30, 32, 42, 35] achieve a 
cost independent of the total number of documents in the system, but rather depending on the 
number of matching documents, which can be considered as optimal. An inverted index lists the set of 
documents containing a particular word. Although such a solution would increase the efficiency of the 
search operation, the construction of such an inverted index for some scenarios (such as the multi-
reader multi-writer scenario) is not straightforward. Other solutions [27, 28, 37] targeting the 
improvement of the efficiency of the search operation use Bloom filters [46] to represent the index of a 
document, which lowers the storage space while introducing a small risk for small false positives in 
the result. 
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2.2 Advances in privacy preserving data processing for biometrics 

Basic concepts of biometrics. A biometric system [47, 48] enables user authentication based on 
biometric traits. In the acquisition step, a user supplies a fresh biometric trait (a fingerprint, a face, 
etc.) to a sensor, which captures a raw image. From this image, a biometric template is computed. 
This step is called feature extraction, or extraction of characteristics. In the enrolment phase, a 
biometric reference is recorded into a database. In the authentication paradigm, a fresh biometric 
template is compared with a single reference. The question asked by the verification is: “does the 
fresh template correspond to the enrolled user”. In the identification paradigm, a fresh template is 
compared to database of enrolled users. The question now is: “is the fresh template close to one item 
in the database”. 

Adding privacy protections to biometrics. The use of biometrics raises some privacy issues [49, 
50]. First solutions to protect biometrics are based on encoding techniques, such as fuzzy vaults [51] 
fuzzy sketches [52], or cancellable biometrics [53]. They achieve a first level of protection, but apply to 
the storage level. Solutions based on encryption techniques achieve stronger privacy guarantees, 
such as those introduced in the following paragraphs. 

Secure multi-party computations and biometric identification. A line of work [54, 55, 56, 57, 58, 
59, 60, 61] handles privacy-preserving biometric matching thanks to Secure Multi-Party Computations 
(SMC) [62]. SMC enable a set of parties to evaluate a function of each party’s input in such a way that 
each party’s input remains hidden from other parties. SMC protocols often rely on homomorphic 
encryption [63, 64], garbled circuits [62], and oblivious transfers [65]. [66] is a survey on the 
application of homomorphic cryptography in the field of signal processing. [67] is a survey of secure 
distance computation [55, 68, 69] applied to privacy-preserving biometric identification. [54, 55] 
proposes solutions for face recognition, [57, 59] for fingerprints, and [70] for iris. 

Locality sensitive hashing and biometric identification over the encrypted domain. Locality 
Sensitive Hash functions (LSH) [71] are hash functions with the property that similar input values will 
have similar hashes with non-negligible probability. LSH are often used in biometrics to search for (a 
list of) close templates. A set of hashes, computed with a LSH family, is associated to each template. 
In the identification paradigm, a dictionary is first constructed from all the biometric templates in the 
database, and then this dictionary is used as a filter to answer identification queries. This approach is 
used in several papers [72, 73, 74] in order to achieve biometric identification in the encrypted 
domain. 

Application of encrypted search techniques to biometric identification. Several cryptographic 
tools allow to search over encrypted data, as Private Information Retrieval (PIR) [75], Oblivious RAM 
(ORAM) [76] and Searchable Encryption. Each of them supplies a trade-off between efficiency and 
privacy. For instance, ORAMs are superior in terms of privacy compared to SSE, since they do not 
leak the access pattern; however, they are less efficient. These tools for encrypted search have been 
applied to biometric identification: for instance [72] uses Private Information Retrieval (PIR) and Bloom 
filters to perform biometric identification, [73] achieves the same goal thanks to Oblivious RAM 
(ORAM), [77] thanks to Public Key Searchable Encryption, and [74] thanks to Symmetric Searchable 
Encryption (SSE). 

Feature extraction in the encrypted domain. Most of the work cited so far concerns biometric 
matching. Extraction of characteristics over encrypted data has barely been addressed. A few 
exceptions are [78, 79, 80]. [78] gives a solution for the scale-invariant feature transform (SIFT) in the 
encrypted domain. SIFT is a well-known algorithm for the extraction of local features in images. [80] 
introduces some optimizations of and alternatives to the core protocol of [78]. [79] gives techniques 
for the addition, linear transformation, and weighted inner products of integers in the encrypted 
domain, and shows how they can be used in the case of feature extractions. All of these work use 
homomorphic encryption techniques. 
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2.3 Preliminaries of Bilinear Pairing and Constrained Functional Encryption 

In this section we overview bilinear pairing groups as underlying mathematical primitives in the 
constrained functional encryption scheme, which in turn, used as a building block in the construction 
of a protocol for parallel keyword search over encrypted documents in Section 3.3. 

2.3.1 Bilinear Pairing 

Let 𝔾1, 𝔾2 and 𝔾𝑇 be three abelian groups of prime order 𝑝. An efficiently computable map 𝑒: 𝔾1 ×
𝔾2  →  𝔾𝑇  is a bilinear map if it has the following properties: 

 Bilinear: For all 𝑔1 ∈ 𝔾1 and 𝑔2 ∈ 𝔾2 and 𝑥, 𝑦 ∈  ℤ𝑝 we have  𝑒(𝑔1
𝑥 , 𝑔2

𝑦
) = 𝑒(𝑔1, 𝑔2)

𝑥𝑦     

 Non-degenerate: For all 𝑔1 ∈ 𝔾1 and 𝑔2 ∈ 𝔾2 we have 𝑒(𝑔1,  𝑔2) ≠ 1 

We assume that group operations and random sampling in each group is efficiently computable. We 
call (𝔾1, 𝔾2, 𝔾𝑇 , 𝑝, 𝑒) a bilinear group. It is symmetric if 𝔾1 = 𝔾2 = 𝔾 and asymmetric otherwise. A 

symmetric bilinear group is simply denoted as (𝔾, 𝔾𝑇 , 𝑝, 𝑒). 

In additive notation, a prime order bilinear group is closed under addition and scalar multiplication. It 
gives rise to a vector space over 𝔾1 and 𝔾2 (isomorphic to ℤ𝑝). To this end, we introduce some 

additional notation. Let 𝑋 = (𝑥1, … , 𝑥𝑛) ∈ ℤ𝑝
𝑛 be an exponent vector. We write 𝑔𝑋 = (𝑔𝑥1 , … , 𝑔𝑥𝑛) for 

the n-dimensional group vector in 𝔾1. For any scalar 𝛼 ∈ ℤ𝑝 we use the notation (𝑔𝑋)𝛼 to denote the 

scalar product (𝑔𝛼𝑥1 , … , 𝑔𝛼𝑥𝑛).  

Inner Product. Let (𝔾1, 𝔾2, 𝔾𝑇 , 𝑒) be a symmetric bilinear group, i.e. 𝔾1 = 𝔾2 = 𝔾. We define the 

inner product of two group vectors 𝑔𝑋 = (𝑔𝑥1 , … , 𝑔𝑥𝑛) and ℎ𝑌 = (ℎ𝑦1 , … , ℎ𝑦𝑛)  as an efficiently 

computable mapping 𝑑: 𝔾𝑛 × 𝔾𝑛  →  𝔾𝑇 as follows: 

𝑑(𝑔𝑋 , ℎ𝑌) = 𝑒(𝑔, ℎ)𝑋.𝑌 = 𝑒(𝑔, ℎ)∑ 𝑥𝑖𝑦𝑖
𝑛
𝑖=1  

2.3.2 Constrained Functional Encryption 

In a functional encryption scheme [81], a decryption key allows computing a specific function of the 
encrypted data. For a target function 𝐹(. , . ) an authority holding a master secret key 𝑀𝑆𝐾 can 

generate a decryption key 𝑆𝐾𝑘 that enables the computation of the function 𝐹(𝑘, . ) on encrypted data.   

More precisely, using 𝑆𝐾𝑘 the decryptor can compute 𝐹(𝑘, 𝑥) from an encryption of 𝑥. The security of 
the system guarantees that one cannot learn anything more about 𝑥. 

We will consider a specialization of the general definition of functional encryption to the particular 
functionality of computing inner products of message vectors of length 𝑛 over a finite field ℤ𝑝 with one 

caveat. Whereas the functional encryption paradigm supports the generation of keys for the 
decryption of a particular function for any ciphertext, our notion additionally constraints the 
decryptability to a particular ciphertext. To make the difference to functional encryption clear, we will 
refer to the scheme as constrained functional encryption. In the following, we review the specific 
construction of the constrained functional encryption scheme provided in [82], which is used as an 
underlying encryption primitive in our implemented SSE scheme in Section 3.3.1. For detailed 
description of syntax and security definitions and proofs for this specific scheme we refer to the 
original paper in [82].  

The Construction. The constrained functional encryption scheme consists of four algorithms (Setup, 
Encrypt, KeyGen, Decrypt):  

 Setup(𝑛): On input the dimension 𝑛, select a symmetric bilinear group (𝔾, 𝔾𝑇 , 𝑝, 𝑒).. Choose 

random generator 𝑔 and sample random values 𝑥, 𝑦, 𝑣, 𝑤 
𝑟
←ℤ𝑝. Set subgroup generators 

𝑔1 = 𝑔
𝑥 , 𝑔2 = 𝑔

𝑦 and ℎ1 = 𝑔
𝑣 , ℎ2 = 𝑔

𝑤. Sample at random dual orthonormal bases (𝒃𝟏, 𝒃𝟐) 

and (𝒃𝟏
∗ , 𝒃𝟐

∗ )  
𝑟
←(ℤ𝑝

𝑛)2. The algorithm outputs the master secret 𝑀𝑆𝐾 as (𝒃𝟏, 𝒃𝟐), (𝒃𝟏
∗ , 𝒃𝟐

∗), 

𝑔1, 𝑔2, ℎ1, ℎ2, 𝑝, 𝑛. 
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 Encrypt(𝑀𝑆𝐾, 𝑋): To encrypt a message 𝑋 ∈  ℤ𝑝
𝑛 under secret key 𝑀𝑆𝐾, choose random 

vectors 𝑆𝑞 = (𝑠1, … , 𝑠𝑛), 𝑈𝑞 = (𝑢1, … , 𝑢𝑛)  ∈  ℤ𝑝
𝑛. Output the ciphertext 𝑪𝑻𝑿,𝒒 ∈ (ℤ𝑝

𝑛)2 as  

𝑪𝑻𝑿,𝒒 = {𝐴𝑖 = (𝑔1
𝒃𝟏)𝑥𝑖(𝑔2

𝒃𝟐)𝑠𝑖 ,  𝐵𝑖 = (ℎ1
𝒃𝟏
∗

)𝑥𝑖(ℎ2
𝒃𝟐
∗

)𝑢𝑖}
𝑖=1

𝑛

 

and store as state 𝑠𝑡 ← (𝑆𝑞 , 𝑈𝑞) . (For efficient realizations one may reduce the storage 

complexity and re-compute the state using standard key derivation techniques. This 
technique for key derivation is used in implementation of the SSE scheme in Section 3.3.1.) 
 

 KeyGen(𝑀𝑆𝐾, 𝑌, 𝑠𝑡): To generate a decryption key for the 𝑞-th ciphertext under master secret  

𝑀𝑆𝐾 for vector 𝑌 ∈  ℤ𝑝
𝑛 the algorithm chooses random vectors 𝑇, 𝑉 ∈  ℤ𝑝

𝑛.  and sets the secret 

key 𝑺𝑲𝒀 as  

{𝐶𝑖 = (𝑔1
𝒃𝟏)𝑦𝑖(𝑔2

𝒃𝟐)𝑣𝑖 ,  𝐷𝑖 = (ℎ1
𝒃𝟏
∗

)𝑦𝑖(ℎ2
𝒃𝟐
∗

)𝑡𝑖}
𝑖=1

𝑛

, 𝐸 = 𝑒(𝑔2, ℎ2)
𝑆𝑞.𝑇 , 𝐹 = 𝑒(𝑔1, ℎ1) 

  

 Decrypt(𝑺𝑲𝒀, 𝑪𝑻𝑿,𝒒): To decrypt a ciphertext 𝑪𝑻𝑋,𝑞 = (𝑨,𝑩) with secret key 𝑺𝑲𝒀 =

(𝑪,𝑫, 𝐸, 𝐹), compute 

∏
𝑑(𝐴𝑖, 𝐷𝑖)

𝐸

𝑛

𝑖=1

 

and return the discrete log to the base 𝐹 = 𝑒(𝑔1, ℎ1).  

We note that the correctness property for the scheme in [82] only requires that Decrypt(𝑺𝑲𝒀, 

𝑪𝑻𝑿,𝒒)=𝑿. 𝒀 (the dot product of vectors 𝑿 and 𝒀) when 𝑿. 𝒀 is from a fixed polynomial range of 

values inside ℤ𝑝, and this allows the decryption algorithm to compute it as a discrete log in a 

group where discrete log is generally hard. 

For the security proof of the scheme we refer to [82]. 

2.4 Parallelization and Distributed Processing 

Parallelization is the process of adjusting a computer program such that some calculations can be 
carried out simultaneously on multiple hardware components achieving an overall speedup in 
processing time. Whether and how much of a speedup can be achieved using parallelization depends 
on the underlying algorithmic problem that needs to be solved. Typically, the achievable speedup is 
low when entities working on a single problem need to communicate much. 

Different forms of parallelism exist; some are completely transparent, others need to be actively 
managed by the developer. On the processor level, for example, instructions without data 
dependencies between them can be transparently reordered and executed in parallel on different 
computation units of a single processor core. Multiple processor cores and processors of a single 
system can be utilized simultaneously by creating parallel threads of execution, either via explicit 
management of threads (e.g. using Java Threads) or in some automated fashion (e.g. using 
OpenMP). Multiple computer systems can be combined into large computing clusters to accumulate 
even more processing power. Clusters usually communicate either with Message Passing (e.g. using 
Open MPI) or via Distributed Shared Memory. In high-performance computing such clusters are 
usually additionally equipped with high-performance low-latency interconnects (e.g. InfiniBand or 
Myrinet). 

Apache Hadoop is a popular framework for performing computations on large data sets using clusters 
consisting of up to thousands of hardware nodes. Fault tolerance is an integral part of Hadoop and 
allows clusters to be built from off-the-shelf components rather than expensive hardware. The core of 
the Hadoop framework consists of four components: Hadoop Distributed File System (HDFS), 
Hadoop YARN, Hadoop MapReduce and Hadoop Common, whereas the latter only provides libraries 
and utilities used by other components. The framework is largely implemented in Java and is released 
under a free and open source software license. It is used by companies including Adobe, EBay, 
Facebook, IBM and Spotify [83]. 
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HDFS is a distributed file system capable of holding petabytes of data and the primary data store of 
Hadoop [84]. The HDFS architecture is simple and basically consists of one so-called NameNode and 
many DataNodes. The NameNode is responsible for managing metadata about the files stored in 
HDFS, DataNodes are responsible for storing the actual content. Files are stored on HDFS by first 
splitting them into fixed size blocks and then distributing those over all available DataNodes. For 
redundancy reasons each block is stored on three different DataNodes by default. HDFS is rack-
aware, which allows various optimizations based on the location of DataNodes. For instance, in order 
to increase fault tolerance, the first replica of a block can be placed on a DataNode located in a 
different rack or data center. The second replica on the other hand can be placed on a DataNode 
located in the same rack to minimize network traffic on node failure and job rescheduling. To balance 
the workload and to compensate hardware failures, DataNodes may periodically rebalance and 
redistribute their blocks. 

Hadoop YARN (Yet Another Resource Negotiator) [85, 86] is responsible for resource management 
and job scheduling in the cluster. It allows a shared cluster to be cleanly used by multiple tenants with 
varying resource requirements and job priorities. Similar to HDFS, a so-called ResourceManager is 
deployed once in the cluster and a NodeManager is deployed on every processing node. The 
ResourceManager is the central authority assigning cluster resources to applications. In general, it 
optimizes for maximum cluster utilization while keeping various constraints such as cluster capacity in 
mind. Each NodeManager acts as an agent and gathers node-specific information on behalf of the 
ResourceManager. To launch an application on the cluster, a client submits an ApplicationMaster job 
to the ResourceManager. The ApplicationMaster job is executed as soon as possible and is then 
responsible for obtaining the required resources from the ResourceManager. Once sufficient 
resources are available to the ApplicationMaster, it can contact the NodeManagers handling the 
nodes which have been assigned for job execution. NodeManagers then launch the application, which 
may be simple shell scripts, language interpreters or even virtual machines. 

Hadoop MapReduce is an implementation of the MapReduce programming paradigm established by 
Google [87]. The paradigm offers a simple programming model for efficiently processing petabyte-
sized data sets on a cluster. A MapReduce program consists of three steps operating on key-value 
pairs: map, shuffle, reduce. The map step receives an input key-value pair and produces a set of 
intermediate key-value pairs. The shuffle step does not have to be implemented by the program and 
ensures that intermediate keys are grouped together on the same node. Finally, the reduce step 
receives an intermediate key and a list of values under that key and produces a potentially shorter list 
of intermediate values. For maximum parallelism, it is required that the implementations of the map 
and reduce steps are free of side-effects. MapReduce jobs can be scheduled by YARN such that the 
data required in the map step of the program is already available locally in HDFS. This technique 
usually allows cluster owners to get away with commodity networking hardware and without any high-
performance low-latency interconnects. 

Apache Spark is another distributed computing system. It builds on top of the Hadoop framework, 
reusing HDFS and even the cluster scheduler (Mesos or YARN). Unlike Hadoop MapReduce, it 
allows expressing programs as general execution graphs. It leverages in-memory storage and 
introduces a higher-level primitive, the Resilient Distributed Dataset. For a more complex program that 
doesn’t fit one mapper and one reducer, the MapReduce workflow reads data from the cluster, 
performs an operation, writes results to the cluster, reads the updated data back, then performs the 
next operation, writes the result and so on. This succession of a stateless mapper followed by a 
stateless reducer makes repeated querying of datasets difficult. Spark, on the other hand, computes 
the entire operation graph in-memory and writes to disk when necessary.  

Spark allows writing programs in terms of parallel operations on distributed datasets. A distributed 
dataset represents the main abstraction in Spark and is represented by the RDD primitive (resilient 
distributed dataset). An RDD is a collection of elements partitioned across the nodes of the cluster, 
stored in RAM or on disk. It is built through parallel transformations from other RDDs. The chain of 
transformed RDDs (the lineage graph) ultimately originates from HDFS files (or other data stores) or 
from existing in-memory collections. RDDs are immutable and fault-tolerant. The operations are 
specified by a driver program linking to the Spark library. Apart from the aforementioned 
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transformations, which create a new dataset from an existing one, RDDs also support actions, which 
return a value to the driver program as a result of computing over the dataset. Transformations are 
lazily evaluated when a result needs to be returned by an action to the driver program. 

Besides the base components, Apache Hadoop has an ever evolving eco system. Of particular 
interest to us are Apache Sqoop, Apache Oozie and Apache Ambari. Sqoop [88] is a command line 
tool for transferring data between relational databases and HDFS. It allows efficient, parallel and 
automated import and export processes. Oozie [89] is a workflow management system for Hadoop 
jobs. It submits jobs for execution on the cluster when certain conditions are met, e.g. data import 
completed, job finished or time-based. Ambari [90] assists with the setup and maintenance of Hadoop 
clusters. For instance, it provides a step-by-step wizard for installing Hadoop services on any number 
of hosts, central facilities for starting and stopping these services and a web interface for monitoring 
the overall health of the cluster. 

2.5 Database Replication and Migration 

To achieve high availability, most database management systems (DBMS) offer mechanisms to 
consistently and continuously replicate data to an additional database server out of the box. These 
mechanisms can be leveraged to migrate data from one database server to another with minimum 
downtime. 

The MySQL DBMS, for example, offers a variety of replication mechanisms [91, 92]. In Statement-
Based Replication (SBR), the primary MySQL server (master) records all SQL queries manipulating 
data to a log file called bin log (binary log). Additional MySQL servers (slaves) then connect to the 
master, first replicate the bin log to a so-called relay log and from there execute all SQL queries 
against the local database in the original order. While this mechanism is efficient in the sense that 
only little data needs to be transferred (namely only the SQL queries), it is not very robust. This is 
because SQL queries may be non-deterministic and thus may yield different results when executed 
on different database servers. The primary example for such queries are statements involving random 
values produced by the RAND function. Row-Based Replication (RBR) is a different mechanism 
addressing this issue by replicating the effects of SQL queries on data instead of replicating actual 
SQL queries. While this mechanism is more robust and also works for non-deterministic queries, 
much more data needs to be transferred to slave database servers. Mixed-Replication combines both 
SBR and RBR mechanisms by logging SQL queries if the query is non-deterministic and otherwise 
logging the effect of the query. A new problem thus is identifying whether or not a given query can be 
safely replicated or not. If the database engine is in doubt, RBR is used. However, for example User-
Defined Functions (UDFs) can explicitly be marked as deterministic to take advantage of SBR. The 
usual setup process for replication is to obtain a full SQL dump of all databases supposed to be 
replicated while at the same time also obtaining the current position of the bin log file. The SQL dump 
is imported at the slave server and replication is configured to continue at the given bin log position. 

MariaDB is a fork of MySQL and improves on MySQL’s replication in various ways. However, most of 
the improvements, such as more efficient replication using parallelization [93], are not visible to users. 
One notable improvement by MariaDB is the introduction of MaxScale, a separate proxy software to 
be used in front of MariaDB servers. With regards to replication, MaxScale can be used to replicate 
bin log data from a master MariaDB server, which is then served to further MariaDB servers acting as 
slaves. This way, the master server does not have to perform I/O operations caused by many 
connecting slaves as this task is shifted to the proxy. 

The PostgreSQL DBMS offers replication features similar to those of MySQL and MariaDB [94]. In 
File-Based Log Shipping the master server produces Write-Ahead Log (WAL) files similar to bin log 
files in MySQL RBR. Slaves fetch those files and apply them to their local database. Depending on 
the configured size of WAL files (16 MiB being the default), slaves may lag behind significantly. This 
problem is solved by Streaming Replication, which works on top of WAL shipping and streams each 
WAL entry individually to connected slaves instead of in file batches. 

So far, we have only considered asynchronous replication where slave databases are generally 
allowed to lag behind the master server for some period and can only service read queries. The 
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database management systems listed above, however, also support synchronous replication setups. 
These setups usually consist of many master servers who can all service read and write queries. 
Using synchronous replication would ease up the migration process by allowing clients to arbitrarily 
connect to either of the two databases considered. Unfortunately, the protocols used to keep all 
servers in sync incur high latency on all write queries, which is especially a problem when servers are 
separated by a long distance. Besides not being made for wide area networks, synchronous 
replication suffers from the same limitations as asynchronous replication; most importantly missing 
confidentiality. 

Slacker [95] is a database migration system providing automated low-latency, zero-downtime 
migration to multitenant Database as a Service (DBaaS) environments. Its primary purpose is to 
prevent system overloading and service level agreement violations when customer workloads 
increase. Slacker assumes locally attached block devices holding tenant data that needs to be moved 
between database server nodes. In practice, Slacker works on top of MySQL and assumes that one 
MySQL server instance is used per tenant. This approach provides a clean separation between 
tenants and allows easy migration of data directories between nodes. Unfortunately, while Slacker is 
useful to operators of DBaaS environments, it cannot be used for database outsourcing in the 
common case. The reason is that it accesses the file system directly and many DBaaS providers do 
not offer this level of access. 
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3 Design 

3.1 Multi-User Searchable Encryption 

3.1.1 Introduction 

In this section, we introduce a new searchable encryption solution that is adapted to the multi-tenant 
cloud whereby multiple users outsource their data to the cloud and several others are authorized to 
search over the outsourced documents. As mentioned in Section 2.1, searchable encryption in the 
multi-user context has been addressed by only a few schemes. Unfortunately, these schemes either 
rely on a Trusted Third Party (TTP) or ignore collusion attacks between users and the cloud provider. 
The proposed multi-user searchable encryption solution (MUSE) ensures both data and query privacy 
while taking into account possible collusions with the cloud server. 

Section 3.1.2 describes the security problem raised by the new multi-user context. The newly 
proposed multi-user searchable encryption solution (MUSE) is described in section 3.1.3. Section 
3.1.4 briefly analyses the security. 

3.1.2 Problem Statement 

A searchable encryption technique enables search operations over encrypted data outsourced in 
untrusted cloud servers. For most of existing solutions, before uploading her data, a user constructs a 
secure index of encrypted keywords and outsources it together with the encrypted data. During the 
search phase, the cloud server processes this secure index based on the received search query. This 
search algorithm generally consists of applying the received query to each encrypted keyword within 
the secure index. While such an algorithm following the so-called iterative testing structure only leaks 
the access pattern of each query in the single user setting (since the cloud discovers which encrypted 
keyword matches the query), it unfortunately reveals more sensitive information in the multi-user 
context. Indeed, the cloud server can discover the position of the keyword in each index belonging to 
a different user and hence derive similarities between documents. 

If a user colludes with the cloud server and reveals the content of her index, then the cloud server can 
partially discover the content of other users’ documents because of the previously described leakage. 
We therefore propose a new solution that does not rely on an iterative testing algorithm and uses 
private information retrieval instead.  

3.1.3 MUSE – description 

MUSE introduces a new entity, named the proxy that is untrusted: the only assumption made about 
the proxy is that it does not collude with the cloud server. Search queries are sent through the proxy 
which is in charge of transforming them in such a way that the cloud server is able to process them 
without modifying the outsourced data: When an end-user sends an encrypted query to the proxy, the 
proxy “multiplexes” the query into several queries whereby each of them can be applied to the data 
segment corresponding to the dedicated authorization. Each transformed query is sent to the cloud 
server, and the lookup result is forwarded back to the user. The entire protocol guarantees that 
neither the cloud server nor the proxy learns any information about both the data and the queries.  

MUSE comprises the following entities: 

 Cloud server: The cloud server stores users’ encrypted data and the corresponding secure 
indexes, and processes the queries over the outsourced data without discovering the content 
of the queries. 

 Proxy: the proxy stores authorization tokens and uses them to transform the queries it 
receives into queries that can be processed by the cloud servers. 

 Users have two roles: as a writer, a user uploads an encrypted index built from her data and 
delegate search rights on her index to other users; as a reader, a user can perform search 
operations on the indexes she has been authorized to access. 
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We define MUSE by the following seven algorithms (more details can be found in [96]) 

 Index: A writer executes this algorithm to encrypt a keyword w with her secret key γ using a 

bilinear pairing e and hash function h: �̃� = 𝑒(ℎ(𝑤), 𝑔2
𝛾
). The set of encrypted keywords is 

stored in an index that is outsourced to the cloud server. 

 Delegate: A writer executes this algorithm to authorize a reader to search her index. The 

algorithm combines the public key P of the reader with the secret key γ of the writer: ∆ =  𝑃𝛾. 

The algorithm outputs an authorization token ∆ that is sent to the proxy. 

 QueryCreate: This algorithm is run by a reader to generate a search query for a keyword w 

encrypted with her secret writer’s key ρ and randomized with a nonce ξ: 𝑄 = ℎ(𝑤)𝜌𝜉. It 

outputs an encrypted search query Q that is sent to the proxy; the nonce ξ is sent to the cloud 
server. 

 QueryTransform: This algorithm is run by the proxy to transform a reader’s query Q into one 
query Q' for each index this reader has been authorized to search. The algorithm does so by 
pairing the query with each received delegation token ∆ for this reader, using bilinear pairings 

and Private Information Retrieval (PIR): 𝑥||𝑦 = 𝑒(𝑄, ∆); 𝑄′ =  PIR.Query(𝑦). These 

transformed queries are sent to the cloud server. 

 Respond: This algorithm is run by the cloud server to apply the received query Q' on the 
stored indexes. The CSP creates a hash map of every targeted index and perform a matrix 
multiplication of each query with the hash map of its corresponding index, after applying the 
corresponding randomization factor ξ:  

𝑅 =  Encrypt(PIR.Process(𝑄′, HashMap({𝑥𝜉  ∀ 𝑥 ∈ 𝐼}))). 

Each result is encrypted component-by-component with a key shared with the querying 
reader, and is sent to the proxy. 

 ResponseFilter: This algorithm is run by the proxy to filter out all components but one of each 

response, based on the transformed query that correspond to each response: 𝑅′ = 𝑅[𝑥]. 
The result is forwarded to the querying reader. 

 ResponseProcess: This algorithm is run by the reader to obtain the result of her search query 

from the responses forwarded by the proxy: 𝑏 =  Decrypt
𝐾
(𝑅′). If b=0 then the keyword w 

is not found and if b=1 then keyword w is in the index. 

3.1.4 Security analysis 

The solution has been proved to ensure  

 index privacy, that is, unauthorized parties, including the cloud server or the proxy, cannot 
discover information about the content of the outsourced data;  

 and query privacy which guarantees that no one, including the cloud server or the proxy, can 
get information about the result of a search operation apart from the actual reader who issued 
the query. Compared to related work, the solution prevents the adversary from discovering 
not only the query itself but also the content of the response. 

The solution is also secure against collusion attacks between the cloud server and the users, thanks 
to the use of the underlying private information retrieval building block. The only trust assumption that 
the solution makes is that the cloud server and the proxy should not collude.  

3.1.5 Summary and discussion 

While the proposed solution is efficient for the reader at the query phase as it introduces a new party, 
the proxy, that transforms one query into multiple ones and partially filters the responses. 
Unfortunately, the solution suffers from the lack of scalability at the response phase. Indeed, at the 
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current version, in order to ensure privacy against the proxy (and the cloud) the reader receives as 
many responses as the number of documents that are queried. Thus, the processing of the responses 
by the reader has a cost proportional to the number of searched data segments, which is not practical 
for large databases. Therefore, there is a need for extending this solution to a new one whereby the 
number of responses sent to the reader is equal to the number of documents that actually include the 
requested keyword. The proxy should hence be able to filter out the responses that correspond to 
non-matching documents. 

3.2 Searchable Encryption for Biometric Data 

3.2.1 Introduction 

In this section, we present two symmetric searchable encryption (SSE) schemes designed with the 
following scenario in mind: an identity provider owns a biometric database, linking biometric templates 
to identity information. The identity provider wants to delegate the storage of this database to a cloud 
provider and, for privacy or legal issues, the biometric templates are encrypted. In the following, the 
identity provider will be called “the client” and the cloud provider “the server”. Let us suppose that the 
client has a biometric template and wants to find if this template is linked to an identity in his 
database. He encrypts the template vector and makes a query to the encrypted database. The 
schemes below enable the cloud provider to perform a search on the database. The security goal is 
that the cloud provider learns the least information possible about the encrypted data. 

The SSE schemes are called respectively 1NA and 2A, and are well-suited to be applied to biometric 
identification over encrypted data. 

In [74], a solution for performing identification over encrypted biometric data that makes use of 
searchable encryption is introduced. While the existing solution of [74] uses SSE with single-keyword 
search and highly sequential design, we use threshold conjunctive queries and parallelizable 
constructions. As a result we are able to perform biometric identification over a large amount of 
encrypted biometric data in reasonable time. 

In the following, we first discuss the application of our schemes to biometric identification. Then we 
give some high-level view of the design of the schemes. Afterwards we introduce formal definitions of 
the procedures. Finally we briefly describe our implementations and tests. 

3.2.2 Application to biometric identification 

We now discuss how searchable encryption can be used to achieve biometric identification. The 
difficulty is that a fresh biometric to be compared with a database will not exactly match due to the 
inherent variability of the acquisition process. The basic idea is therefore to compute a dictionary of 
keywords from the biometric data thanks to the use of Locality Sensitive Hashing (LSH) functions 
which will enable a data close to another one to be hashed to the same value (see Section 2.2). 
Given a database of 𝑁 biometric references, a dictionary of keywords is constructed from all the 
references with the Locality Sensitive Hashing (LSH) functions (see Section 3.2.4). Then, an 
encrypted index is built with one of the SSE schemes described below. Let us now assume that a 
fresh biometric template 𝑏 has to be searched in the database. A set of keywords is derived from the 

biometric template 𝑏, then these keywords are used to perform an encrypted search in the encrypted 
index. 

LSH functions. The basic idea of Locality Sensitive Hash functions (LSH) [71] is that similar items 
are hashed to similar values with high probability. Let (𝐵, 𝑑) be a metric space, 𝑈 a set of smaller 

dimensionality. Let 𝜇 ≥ 1, 𝑟1, 𝑟2 some real numbers, 𝑝1, 𝑝2 ∈ [0,1] such that 𝑝1 > 𝑝2. A family 𝐻 ≔

{ℎ1, … , ℎ𝜇}, where ℎ𝑖: 𝐵 → 𝑈, is (𝑟1, 𝑟2, 𝑝1, 𝑝2)-LSH, if for all ℎ ∈ 𝐻, 𝑥, 𝑥′ ∈ 𝐵: 𝑃𝑟[ℎ(𝑥) = ℎ(𝑥′)|𝑑(𝑥, 𝑥′) <

𝑟1] > 𝑝1 and 𝑃𝑟[ℎ(𝑥) = ℎ(𝑥′)|𝑑(𝑥, 𝑥′) > 𝑟2] < 𝑝2. 

Construction of an index from biometric data. Let 𝜆 be a security parameter, (𝐵, 𝑑) be a normed 
vector space (possibly depending on 𝜆) where 𝑑 is the distance associated to the norm and 

𝑡, 𝜆𝑚𝑖𝑛 , 𝜆𝑚𝑎𝑥 some thresholds. Let us assume some SSE scheme, some 𝑝1, 𝑝2 ∈ [0,1], and a 
(𝜆𝑚𝑖𝑛 , 𝜆𝑚𝑎𝑥 , 𝑝1, 𝑝2)-LSH family of 𝜇 functions over 𝐵 such that 𝜇 ≥ 𝜆. 
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Let us assume that a biometric reference database is given by a set of pairs (𝑏, 𝐼𝐷) such that 𝑏 ∈ 𝐵 

and 𝐼𝐷 is some (fixed-length) identifier. As usual in searchable encryption schemes, these identifiers 
are not necessarily the references, they might be just pointers enabling to retrieve the references. 

We define an index 𝐼𝐵𝐼 as follows. The set of documents is defined as the set of identities 𝐼𝐷, for all 

pairs (𝑏, 𝐼𝐷) in the biometric database. The set of keywords is defined as the concatenation (ℎ𝑗(𝑏), 𝑗) 

of a hash of a biometry 𝑏 and the index 𝑗 of the hash functions, for all hash functions in the LSH family 
and biometry in the database. 

Description of the biometric identification protocol. Let us now define the following biometric 
identification scheme over encrypted data. 

Setup. During the setup phase, the client calls the key generation of the searchable encryption 
scheme. 

Enrolment. During the enrolment, the client defines the index 𝐼𝐵𝐼 as above, then it computes the 
encrypted index according the searchable encryption scheme and stores it on the server. 

Identification. During the identification of a biometry 𝑏, given a query 𝑄 ≔ (𝑡, (ℎ1(𝑏), 1), … , (ℎ𝜇(𝑏), 𝜇)), 

where the LSH functions ℎ1, … , ℎ𝜇 are applied to the biometry, the client sets an encrypted query 𝑇 

according to the searchable encryption scheme, and sends the encrypted query to the server. The 
server then performs the encrypted search and sends a response 𝑅. The client defines the multi-set of 
(eventually decrypted) responses and returns the identities which appear more than some predefined 
threshold. In particular with the 2A scheme, false positives are expected to appear, but correct 
identities are expected to appear with greater multiplicity. 

3.2.3 High-level view of the design 

In this section, we first give some high-level explanation of the schemes before giving the technical 
details. 

For the sake of clarity, let us begin by explaining the adaptive 2A scheme. It is inspired by the 
approach introduced in [29], in which entries of the encrypted index are of the form (label, data). Each 
entry depends on a particular keyword-document association. As a result, the size of the encrypted 
database is given by the number of keyword-document mappings. 

We make use of a Bloom filter in the building of the index of the database. Bloom filters are a compact 
data structure for testing membership in a given set. If the Bloom filter has size m, it is built with a set 
of k hash functions, each with an output in the integer range [0; m]. These hash functions will be 
denoted {𝐻𝑖}𝑖∈[1,𝑘]. To add an element in a Bloom filter, a 1 is added in the position 𝐻𝑖(𝑥) for each i. 

To test membership of an element y in the set, one computes the indexes 𝐻𝑖(𝑦). If there is a value 0 
in any of the index the element y does not belong to the set. If all the indexes have value 1, y belong 
to the set with a certain probability (false positives are possible). 

We now explain how to build the encrypted database in the 2A scheme: each entry of the database 
has three components: the encryption of the data, a label and a Bloom filter keeping track of all the 
keywords associated to the data. Labels are derived from the keywords with a pseudo-random 
function 𝑃𝑅𝐹ℓ,data is encrypted with a symmetric encryption scheme under a key derived from the 
keyword. 

 

This concludes the high-level view of the encrypted index. Now, given 𝑛 keywords, the client 

computes an encrypted query with the pseudo-random function 𝑃𝑅𝐹𝑤. Given this encrypted query, the 
server retrieves the entries (label, (filter, ciphertext)) for which label maps one of the elements in the 
query, then performs a membership test in the Bloom filter and return, or not, the (decrypted) 
document according to some threshold. The document is then returned only if enough keywords are 
associated to it. 
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Careful choices of the key derivations and the domains for the pseudo-random functions enable to 
prove security with respect to adaptive adversaries. Security is analyzed within the standard 
simulation based security for Searchable Encryption. We refer to [97] for more details. Basically, an 
adversary queries an encrypted index with tokens for keywords of its choice and tries to learn 
information about the encrypted database. By adaptive security we mean that the scheme remains 
secure even if the adversary is able to choose adaptively its queries to the encrypted index. 

The 1NA scheme is a variant of the 2A scheme where there is only a single entry per document in the 
encrypted database. That is, an entry of the encrypted database is of the form (filter, ciphertext). 
Labels are dropped. The adaptive security is lost, but the scheme is more efficient, and we still 
manage to prove its security with respect to non-adaptive adversaries if the decryption is performed 
by the client. 

 

Figure 1 Sketch of the encrypted index structure in the 1NA and 2A schemes 

3.2.4 Formal descriptions 

Global parameters. Let 𝜆, 𝜅, 𝜇, 𝑘,𝑚 ∈ ℕ be some non-negative integer parameters. The schemes use: 

- some pseudo-random functions: 𝑃𝑅𝐹ℓ: {0,1}
𝜆 × {0,1}𝜇 → {0,1}𝜆 and 𝑃𝑅𝐹𝑤: {0,1}

𝜆 ×𝑊 → {0,1}𝜆 
(for the 1NA scheme) and 𝑃𝑅𝐹𝑤: {0,1}

𝜆 × {1,2} ×𝑊 → {0,1}𝜆 (for the 2A scheme) where 𝑊 is 
the set of the keywords. 

- a symmetric encryption scheme, composed of 𝐸𝑛𝑐𝑟𝑦𝑝𝑡: {0,1}𝜆 × {0,1}𝜅 → {0,1}𝜇 and 

𝐷𝑒𝑐𝑟𝑦𝑝𝑡: {0,1}𝜆 × {0,1}𝜇 → {0,1}𝜅. 

- 𝑘 hash functions: 𝐻𝑖 : {0,1}
𝜆 × {0,1}𝜇 → [1,𝑚] for 𝑖 ∈ [1, 𝑘]. 

Formal description of the 1NA scheme. 

Key generation. The procedure picks and returns two random keys 𝐾𝑤 , 𝐾𝐸 ← {0,1}𝜆. 

Encryption of the index. Given an index 𝐼 defining a set of documents, a set of keywords, and 
associations between the documents and the keywords, the procedure performs the following steps 
((𝐷) is the set of keywords associated to the document 𝐷): 

- initialize the encrypted index 𝐸𝐷𝐵 ≔ {} 

- for each document 𝐷: 

o encrypt the document 𝐹 ≔ 𝐸𝑛𝑐𝑟𝑦𝑝𝑡(𝐾𝐸 , 𝐷) 

o initialize the Bloom filter 𝑊 ≔ [0,0, … ,0] 

o for each keyword 𝑤 ∈ 𝐾𝑊(𝐷), that is for each keyword associated to the document: 

 compute a token 𝜏 ≔ 𝑃𝑅𝐹𝑤(𝐾𝑤 , 𝑤) 
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 fill in the filter: for each 𝐻 ∈ {𝐻1 , … , 𝐻𝑘}: set 𝑊[𝐻(𝜏, 𝐹)] ≔ 1 

o update the encrypted index 𝐸𝐷𝐵 ≔ 𝐸𝐷𝐵 ∪ {(𝑊, 𝐹)} 

- return the encrypted index 𝐸𝐷𝐵 

Query generation algorithm. Given a key (𝐾𝑤 , 𝐾𝐸), a threshold 𝑡, and keywords (𝑤1, … , 𝑤𝑛), this 

procedure returns 𝑇 ≔ (𝑡, 𝑃𝑅𝐹𝑤(𝐾𝑤 , 𝑤1), … , 𝑃𝑅𝐹𝑤(𝐾𝑤 , 𝑤𝑛)). 

Search over encrypted index. Given an encrypted query 𝑇 ≔ (𝑡, 𝜏1, … , 𝜏𝑛): 

- initialize the response 𝑅 ≔ {} 

- for each (filter, encryption) pair (𝑊, 𝐹) ∈ 𝐸𝐷𝐵 

o initialize a counter 𝑐 ≔ 0 

o for 𝑗 ≔ 1,… , 𝑛: 

 if [ 𝑊[𝐻(𝜏𝑗 , 𝐹)] = 1 for all 𝐻 ∈ {𝐻1, … , 𝐻𝑘} ]: update the counter 𝑐 ≔ 𝑐 + 1 

o if (𝑐 ≥ 𝑡): update the response 𝑅 ≔ 𝑅 ∪ {𝐹} 

- return the response 𝑅 

Given 𝑅 and 𝐾, the client gets the set of documents {𝐷𝑒𝑐𝑟𝑦𝑝𝑡(𝐾𝐸 , 𝐹): 𝐹 ∈ 𝑅}. 

Formal description of the 2A scheme. 

Key generation algorithm. The procedure picks and returns a random key 𝐾 ← {0,1}𝜆. 

Encryption of the index. Given an index 𝐼 defining a set of documents, a set of keywords, and 
associations between the documents and the keywords, the procedure performs the following steps 
(𝐷𝐵(𝑤) denotes the set of documents for which 𝑤 is an associated keyword and 𝐾𝑊(𝐷) is the set of 
keywords associated to the document 𝐷): 

- initialize an encrypted index 𝐸𝐷𝐵 ≔ {} 

- for each keyword 𝑤: 

o set the keys 𝐾ℓ ≔ 𝑃𝑅𝐹𝑤(𝐾, 1, 𝑤) and 𝐾𝐸 ≔ 𝑃𝑅𝐹𝑤(𝐾, 2, 𝑤) 

o for each document associated to the keyword 𝐷 ∈ 𝐷𝐵(𝑤) : 

 encrypt the document 𝐹 ≔ 𝐸𝑛𝑐𝑟𝑦𝑝𝑡(𝐾𝐸 , 𝐷) 

 initialize the Bloom filter 𝑊 ≔ [0,0, … ,0] 

 for each keyword associated to the document 𝑦 ∈ 𝐾𝑊(𝐷): 

 compute a token 𝜏 ≔ 𝑃𝑅𝐹𝑤(𝐾, 1, 𝑦) 

 fill in the filter: for each 𝐻 ∈ {𝐻1 , … , 𝐻𝑘}: set 𝑊[𝐻(𝜏, 𝐹)] ≔ 1 

 set ℓ ≔ 𝑃𝑅𝐹ℓ(𝐾ℓ, 𝐹) 

 update the encrypted index 𝐸𝐷𝐵 ≔ 𝐸𝐷𝐵 ∪ {(ℓ, (𝑊, 𝐹))} 

- return the encrypted index 𝐸𝐷𝐵 

Query generation algorithm. Given a key 𝐾, a threshold 𝑡, and keywords (𝑤1, … , 𝑤𝑛), this procedure 

returns 𝑇 ≔ (𝑡, (𝜏1, 𝜒1), … , (𝜏𝑛 , 𝜒𝑛)) where (𝜏𝑗 , 𝜒𝑗) ≔ (𝑃𝑅𝐹𝑤(𝐾, 1, 𝑤𝑗), 𝑃𝑅𝐹𝑤(𝐾, 2, 𝑤𝑗)) for 𝑗 ∈ [1, 𝑛]. 

Search over encrypted index. Given an encrypted query 𝑇 ≔ (𝑡, (𝜏1, 𝜒1), … , (𝜏𝑛 , 𝜒𝑛)): 

- initialize a response 𝑅 ≔ {} 

- for each (ℓ, (𝑊, 𝐹)) ∈ 𝐸𝐷𝐵: 
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o if [ ∃(𝜏, 𝜒) ∈ 𝑇 such that ℓ ≔ 𝑃𝑅𝐹ℓ(𝜏, 𝐹) ]: 

 initialize a counter 𝑐 ≔ 0 

 for 𝑗 ≔ 1,… , 𝑛: 

 if [ 𝑊[𝐻(𝜏𝑗 , 𝐹)] = 1 for all 𝐻 ∈ {𝐻1, … , 𝐻𝑘} ]: update the counter 

𝑐 ≔ 𝑐 + 1 

 if (𝑐 ≥ 𝑡): update the response 𝑅 ≔ 𝑅 ∪ {𝐷𝑒𝑐𝑟𝑦𝑝𝑡(𝜒, 𝐹)} 

- return the response 𝑅 

This achieves the description of the schemes. 

Security. The leakage of these SSE schemes has been analyzed. More details on the security and 
the leakage of the schemes can be found in [97] The schemes are not proven secure in the general 
sense of the simulation-based definition of searchable encryption security (see [43, 98]). However, 
they are proven secure if each document is linked with a constant-sized set of keywords. This is 
indeed the case in the application of biometric identification. 

3.2.5 Implementation and tests 

 

Figure 2: Experimentation: sequential vs parallel 

We implemented our algorithms on the MapReduce framework [99]. 

MapReduce (MR) is a programming model and a framework for processing and generating large data 
sets in a parallel, distributed fashion. See Section 2.4 for details. Programming the algorithms of the 
precedent section in the MR model is particularly straightforward: the for steps (for each entry in the 
database) are implemented in parallel by the map tasks when parsing the blocks. The experiments 
were run in a Hadoop single-node virtual cluster with 2GB RAM and 2.27 GHz CPU machine. Figure 2 
reports the comparison between the execution time of a biometric identification algorithm in a 
sequential execution and in a parallel implementation. The red curve corresponds to a cloud cluster of 
20 machines whereas the blue one is a cluster of 10 machines. We conducted our tests over a 
dataset of iris synthetic data from the IDX database of FIDELITY project [100] thanks to the 
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cooperation with the authors of [101, 102]. Therefore the biometric templates are 2048 bits long. 
Many parameters can be leveraged to modify the accuracy of the scheme e.g. the number of LSH 
functions, the number of Bloom filters hash functions, the Bloom filter size, the threshold for accuracy, 
etc. Experiments showed that the effect of the parameters heavily depends on the number of enrolled 
users. 

3.3 Parallel Keyword Search over Encrypted Documents 

The symmetric searchable encryption (SSE) implemented is based on the schemes designed by 
Gajek in [82]. The main scheme in [82] utilizes a binary tree data structure and achieves a weak 
notion of privacy for the sake of efficiency. The second scheme sketched in [36] [82] is an extension 
of the main scheme with a strong privacy notion and is based on an encrypted matrix representing the 
database structure. Informally speaking, the difference between the weak privacy and strong privacy 
notions in [82] is as follows: a searchable encryption scheme is deemed to provide strong privacy if an 
attacker learns no information other than the access patter, implying that the compound search 
expression neither leaks the search query (formula) nor the search words. In the weak privacy notion 
the requirement is relaxed to only hiding the search words. For formal definitions we refer to [82]. 

The matrix based scheme, explained in the following Section 3.3.1, is chosen due to its strong 
security and suitability for parallelization to improve the keyword search efficiency with partitioned 
encrypted database (EDB). 

The core component of both of the SSE schemes in [82] is a novel constrained functional encryption 
scheme. For full technical details and proofs of security we refer to [82]. In the Section 2.3, we have 
briefly described the constrained functional encryption and its underlying components used as the 
encryption core primitive for the SSE scheme. The SSE scheme and related data structures using this 
constrained functional encryption are described in Section 3.3.1. 

3.3.1 Description of the SSE Scheme for Parallel Search with Partitioned EDB 

Database sharing is often used to spread the load of the search through the whole database. The 
rows of the database tables are partitioned and held by separate database servers. The balance 
loader queries multiple servers at the same time and therefore shortens the search response time. 
Meanwhile, many existing frameworks provide parallel execution architectures. Among them, 
frameworks with MapReduce programming model such as Hadoop and Spark manage the data and 
job allocation in the cluster and provide easy task deployment interfaces. In this work, we would like to 
explore using parallel execution framework to improve the keyword search efficiency with partitioned 
encrypted database (EDB). 

3.3.1.1 Data structure and Operations 

In the following description, we use the Constrained Functional Encryption described in Section 2.3. 
We use symbol 𝐸(𝑘,𝑚) and 𝐷(𝑘, 𝑐) to represent encryption with key k on message m and decryption 
with key k on cipher text c respectively. According to the feature of the key and message 
homomorphic encryption scheme, we have, 

– 𝐸(𝑘1,  𝑚1) + 𝐸(𝑘2, 𝑚2) = 𝐸(𝑘1 + 𝑘2,  𝑚1 +𝑚2) 

– 𝐸(𝑘1,  𝑚1) × 𝐸(𝑘2, 𝑚2) = 𝐸(𝑘1 × 𝑘2,  𝑚1 ×𝑚2) 

For the encrypted value, there exists a special decryption key for every ciphertext: 

– 𝐷 (𝑘12+,  𝐸(𝑘1 + 𝑘2, 𝑚1 +𝑚2)) = 𝑚1 +𝑚2 

– 𝐷 (𝑘12×,  𝐸(𝑘1 × 𝑘2, 𝑚1 ×𝑚2)) = 𝑚1 ×𝑚2 
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3.3.1.2 Lookup index and STORE operation 

The lookup index of EDB is a matrix 𝑀𝑁×𝑀 as shown in the following figure. Each column is a pointer 
to an encrypted file fj; each row is a pointer to a word wi. For i ≤ n, j ≤ m: bij=1 if and only if fj contains 
word wi. 

𝐸𝐷𝐵 = [
𝐸(𝑘11, 𝑏11) ⋯ 𝐸(𝑘1𝑀, 𝑏1𝑀)

⋮ ⋱ ⋮
𝐸(𝑘𝑁1, 𝑏𝑁1) ⋯ 𝐸(𝑘𝑁𝑀, 𝑏𝑁𝑀)

] 

The EDB lookup index maintained in the cloud is created by the user. For each file fj that the user 
uploaded to the cloud, the user first parses the file, sorts the words in the file with padding according 
to the dictionary with size N and creates a bit vector [𝑏1, 𝑏2, … , 𝑏𝑁]. Then the user derives N encryption 

keys from a master key, and encrypts this 𝑁-length vector of bits using the constrained functional 
encryption scheme as described in Section 2.3.2 to get the lookup index 
[𝐸(𝑘1, 𝑏1) , 𝐸(𝑘2, 𝑏2), … , 𝐸(𝑘𝑁 , 𝑏𝑁)]. Meanwhile, the user encrypts the file itself with an efficient 
conventional encryption scheme such as AES-CTR. In the last step, the user uploads the lookup 
vector and the encrypted file to the cloud. The cloud inserts the lookup vector as a new column in its 
index matrix and save the file with a pointer to the column number. 

Since each cell in the lookup index is encrypted with different keys, an attacker cannot compare 
different files (i.e., the columns in the lookup matrix) to find relations between the keywords for 
launching statistic attacks. Only the size of the dictionary, i.e., union of all unique words in the 
uploaded files, is leaked. The scheme is provably secure in a strong privacy preserving sense as 
defined in [82]. As we can see, the data structure of EDB can be easily expanded to include new files. 
If new keywords are introduced to the dictionary by the newly added file, the user will also create an 
encrypted row to update the whole lookup matrix. This update process, however, requires to reshuffle 
the dictionary and re-encrypt the lookup matrix, as otherwise the extra rows for the previous files are 
certainly to be 0, and 1 for the newly add file that triggers the dictionary expansion. 

3.3.1.3 Search query and SEARCH operation 

Search query 𝑞 for multiple words {𝑤}i is a vector as in the following. Each cell of the vector 
represents a query bit to word 𝑤𝑖. 

𝑞 = [
𝐸(𝑘1, 𝐵1)

⋮
𝐸(𝑘𝑁 ,  𝐵𝑁)

]

𝑇

 

The search query is also created by the user. For search keywords[𝑤𝑘 , … , 𝑤𝑠], the user sorts and 

pads it according to the dictionary and create a bit vector [𝐵1, 𝐵2, … , 𝐵𝑁] where 𝐵𝑖 is a random non-
zero number if 𝑤𝑖 is a search keyword or else 0. Likewise, the user generates N encryption keys and 
encrypts the vector according to the symmetric search scheme in Section 2.3.2 and sends to the 
cloud. 

Here, the encryption key for each search keyword and in each query is different. Therefore the 
scheme provides query privacy and search pattern privacy. 

Meanwhile, the user also needs to prepare a vector of decryption keys to be provided to the cloud to 
decrypt the search result thus providing the matched encrypted files. The user needs to fetch all the 
encryption keys used for the lookup index 𝑘𝑖𝑗 and apply the encryption keys of the search query 𝑘𝑖 to 

obtain a vector of decryption keys [𝑠𝑘1, 𝑠𝑘2, … , 𝑠𝑘𝑀]. Each decryption key 𝑠𝑘𝑗 =  ∑ 𝑘𝑖 × 𝑘𝑖𝑗
𝑁
𝑖=1 , is 

dedicated for decrypting the match result of one file 𝑓𝑗. The encryption scheme has key and message 

homomorphism properties as detailed in [82]. 

Finally, the cloud computes the inner product of the query and the lookup index as 𝑝 = 𝑞 × 𝐸𝐷𝐵. The 

search result will be decrypted as [𝑥1, 𝑥2, … , 𝑥𝑀], where 𝑥𝑗 =  𝐷(𝑠𝑘𝑗 , 𝑏𝑗). If 𝑥𝑗  is non-zero, the encrypted 

file 𝑓𝑗 is considered as a match, i.e. it contains at least one of the keywords, and will be returned to the 

clients. 
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[
𝐸(𝑘1, 𝐵1)

⋮
𝐸(𝑘𝑁 ,  𝐵𝑁)

]

𝑇

⏟        
query

× [
𝐸(𝑘11, 𝑏11) ⋯ 𝐸(𝑘1𝑀, 𝑏1𝑀)

⋮ ⋱ ⋮
𝐸(𝑘𝑁1, 𝑏𝑁1) ⋯ 𝐸(𝑘𝑁𝑀, 𝑏𝑁𝑀)

]

⏟                      
EDB

 

As we can see here, the attacker that compromised the cloud is not able to extract any information 
from the search process in addition to the search result. The scheme supports multiple keywords 
search with disjunction and the search operation only incurs one round of communication between the 
user and the cloud. 

3.3.1.4 Lookup Index Partition 

We observe that the data structure of the lookup index can be easily partitioned, as the search 
indexes are all aligned in the matrix. Since the search operation on each file is independent of the 
other data in the lookup index, the search process can be easily executed in parallel and the result of 
a file match can be returned immediately. We notice that the complexity of the original search 
operation is 𝑂(𝑁 ×𝑀), when partitioned across 𝐶 machines, the complexity reduced to 𝑂(𝑁𝑀/𝐶). 

In the following, we describe and compare different partition strategies: 

• Vertical Partition with bundles of indices for files 

The search operation on each partition can be completed without further communication. 
Therefore, search on different files are independent and can be operated on in parallel. It also 
incurs minimum overhead when the user add a new file to the EDB, as only one partition will 
be updated. 

• Horizontal Partition with bundles of indices for words  

When the matrix is skewed (taller than wider), partitioning horizontally achieves better load 
balance. Notice that this strategy requires the query to be partitioned. It also favors the 
scenario when the dictionary is expanded.  

However, the computation result on each partition is only intermediate result. The outputs 
from the partitions still need to go through a reducer to sum up and get decrypted, which 
incurs extra communication cost. 

• Partition in blocks both vertically and horizontally 

This approach provides flexibility in adapting to various levels of parallelism, independently of 
matrix shape. Data has to be distributed to compute nodes if there are not enough cores to do 
the horizontal or vertical partition locally on the node. The data structure does not need to be 
aligned, as long as the jobs record how to combine the intermediate computation results from 
the partitions, which can introduce some complexity. 

In the implementation, we adopt the strategy of “partition in blocks” to enjoy more flexibility. We 
overcome the complexity of linking the corresponding partitions in order to combine the intermediate 
results of inner product with the help of the Spark framework. Concretely, each encrypted bit (one cell 
in the lookup matrix) is labeled with the key of file index and dictionary index (wi, fj). The 
transformation sequence in Spark locates the encrypted bit with the key to apply mappers and 
reducers. Therefore, the underlying management of how the data or the jobs should be assigned to 
servers can be totally transparent to the programmers. 

3.3.2 Design and Implementation  

Repeated querying of the EDB represents the main functionality of our application. Spark’s in-memory 
storage is ideal for the search task and enables an on-line design: start the server as a long-running 
Spark job that runs matrix multiplications as the client submits search queries. In the following section, 
we describe the architecture of our keyword search cloud service using Spark framework on the 
parallelizable searchable encryption scheme in Section 3.3.1. 
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3.3.2.1 Architecture of the Keyword Search Service 

In practice, the Dynamic SSE takes the form of a keyword search service. Like the scheme itself, the 
service is composed of a client and a server. The client is responsible for initializing the scheme. It 
transmits the public parameters to the server while keeping the private parameters to itself. 
Afterwards, the client communicates with the server about EDB changes or about dictionary/file 
updates. 

 

Figure 3: Architecture of the keyword search service 

Figure 3 shows the overall architecture of the keyword search service. The server runs as a Spark job 
on a Hadoop cluster. The client runs on a different computer. 

The client-server communication takes place over a REST-like interface over HTTP. Although in a 
production setting the server would need to support any number of clients, for clarity we focus in the 
rest of this text on the interaction between one client and one server. 

Client. The client is implemented in Python using the RELIC toolkit for elliptic-curve cryptography and 
PyCrypto for the PRF. The RELIC toolkit is written in the C programming language. It had to be 
adapted to expose Python bindings. Part of the RELIC API actually consists of C macros. For these 
macros, additional methods were defined such that they can be called from Python. The underlying 
data types (big integers, group elements on extension fields, points on elliptic curves etc.) were 
implemented as a thin wrapper such that they can be manipulated as Python objects. Together with 
the DSSE types (left/right ciphertext) and primitives (setup, encrypt left/right, generate decryption key) 

they make up the math.py module. 

Server. Spark itself is implemented in Scala and is compiled to Java bytecode. Therefore it exposes 
one Scala and one Java API. A third official API is for Python. The driver program is written in Python 
and initializes the SparkContext object through which it communicates with the cluster. The driver 
program is split into an API module that offers the REST interface to the client and a server module 
that implements the actual search/update operations. 

The api.py module opens a TCP port and starts an HTTP server. Over that socket, it provides the 

REST interface to the client. It uses the Flask micro-framework to implement the actual listening, 
manage events, create endpoints, serialize/deserialize parameters given in the body or the URL. 

Table 1 shows the endpoints provided by the server. The parameters are JSON-serialized. 

Method Parameters 

POST /CreateServer publicParams: public parameters 

dbName: database (EDB) name 

Client 
Cluster Driver 

HTTP server 
Spark context 

Worker 
Worker 
Worker 
Worker 
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POST /Search query: encrypted query vector (N elements) 

keys: decryption keys (M elements) 

POST /CreateEdb files: number of files 

words: number of words 

POST /UpdateCells cells: dictionary of ((file, word), value), where (file, word) identifies 
one cell in the matrix 

POST /AddFile fileId: id of file to add 

POST /RmFile fileId: id of file to remove 

POST /AddWord wordId: id of keyword to add 

POST /RmWord wordId: id of keyword to remove 

Table 1: Server API 

The server.py module uses the same RELIC wrapper as the client. It expresses the search and the 

updates in terms of operations on RDDs as detailed in the following section. 

C++ PoC. To ease comparison later on, we briefly present the proof-of-concept which motivated the 
current work in TREDISEC. The proof-of-concept is implemented as a single-threaded C++ program. 
During one execution it goes through a predefined test case of sequentially setting up the DSSE, 
creating and in-memory EDB, generating predefined queries, computing the inner product, generating 
decryption keys, decrypting the result. In effect it goes over the entire encryption scheme testing the 
primitives and their correct interworking. It also gives an indication of the performance expectation 
showing that the bottleneck lies in computing the multiplications of the inner product. The scheme 
primitives are implemented using the same RELIC library. Unlike the Python implementation however, 
the PRF is computed using OpenSSL. 

3.3.2.2 Functions and Data Structures 

Client. Apart from the private key of the DSSE scheme, the client holds only a list of file and keyword 
names and their association to unique identifiers. For secure operation of the scheme, it would also 
need to store the keys 𝑘𝑖 for the queries and 𝑘𝑖𝑗 for all the 𝑁 ×𝑀 cells of the EDB. This would, 

however, defeat the main purpose of offloading storage and search to the server. To mitigate this 
while maintaining the scheme non-deterministic, the client uses a PRF to compute pseudorandom 
keys for 𝑘𝑖 and 𝑘𝑖𝑗. 

The PRF takes as input a 16-byte master key (MSK) and a 16-byte message and outputs a 32-byte 
key. The PRF itself is AES-128 in counter mode. The MSK is used as the key and the message is 
used as the IV. Assuming that MSK was chosen uniformly at random and that AES-128-CTR behaves 
like a PRF, the output is indistinguishable from random. 

The 16-byte message is composed of three 4-byte counters, a one-bit field to distinguish between 
keys generated for the left encryption and those generated for the right encryption. The remaining bits 
are reserved for future use (increasing the counters, or adding other fields). 

 

Figure 4: Key generation for left encryption (keywords) 

Figure 4 shows how 𝑘𝑖 is generated for every query. In practice 𝑘𝑖 really is 𝑘𝑞𝑤, where q is the query 

id and w is the index of the keyword in the search vector (token). The index q has been added to 

MSK q w  

0 unused 
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ensure that the server does not gain information when the client repeats the same query. It is used as 
an increasing counter. The third index is not actually used 𝑘𝑖. 

 

Figure 5: Key generation for right encryption (EDB cells) 

Figure 5 shows how 𝑘𝑖𝑗 is generated to encrypt the cell (i, j). In practice, 𝑘𝑖𝑗 is 𝑘𝑓𝑤𝑟, where f is the file 

id, w is the keyword id and r is the revision counter of the file. The revision counter ensures that the 
key won’t repeat when the file is updated. The revision starts at zero when the file is created and is 
incremented (for all cells w of the file) when the file changes. 

Overall, to avoid reusing a key to encrypt the same message twice, the client needs to ensure that it 
does not repeat the same combination of indexes. It boils down to always using a different 16-byte 
block as input to the PRF. 

Server. The server contains the actual complexity of supporting parallel search and update 
operations. First we explain the underlying data structure and then how the search and update 
operations are performed. 

EDB. Spark understands operations in terms of transformations on RDDs (Resilient Distributed 
Dataset, see Section 2.4), which are collections of elements. Although the EDB matrix structure is 
easier to visualize and reason about when thinking about the searchable encryption scheme, there 
really is no need to represent it that way for storage or during computation. We settled on 
representing the encrypted database as a pair RDD of (key, value) elements. The value represents 
the content of one matrix cell. The lookup key is the position (f, w) of the cell, namely the file id and 
the keyword id. 

[

𝐸(𝑏𝑤𝑓) ⋯ 𝐸()

⋮ ⋱ ⋮
𝐸() ⋯ 𝐸()

] →

[
 
 
 
 
 
 
((1,  1),  𝐸(𝑏11))

⋮

((𝑓,  𝑤),  𝐸(𝑏𝑓𝑤))]
 
 
 
 
 
 

 

Figure 6: Storage of encrypted database as an RDD 

Figure 6 shows this “flattening” of the encrypted database from a matrix to a collection of key-value 
pairs. Note that the elements of the RDD are not necessarily ordered as shown and that adjacent 
cells in the matrix may not be neighbors in the RDD. The partitioning of the RDD is taken care of 
automatically by Spark. We did not investigate custom partitioners. However, the most important 
aspect – achieving a good dispersion of elements across cluster nodes – is already ensured by the 
uniform key distribution in combination with the default hash function. 

Search is the main operation that the server fulfills. It receives the query from the client in the form of 
a vector of N left-encrypted values; and M decryption keys, one for each file. These collections are 
depicted as ovals in Figure 7. The rest of the figure shows how these inputs are used to compute the 
matrix multiplication and obtain the files that match the search query. Rectangles represent RDDs 
while arrows depict transformations or actions applied to them. The text in the boxes indicates the 

MSK f w r 

1 unused 
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contents of the RDDs. We explain the transformations from top to bottom and at each step we 
indicate between parentheses the number of elements in the RDD: 

 A (𝑁): The query is transformed from an input collection on the driver program to a pair RDD 
where the keyword w acts as key. 

 B (𝑁 ×𝑀): The EDB is transformed to have the same key as A, in preparation for the next 

join() step. 

 C (𝑁 ×𝑀): The queries and the cells are joined based on keywords, which is their common 
key. In accordance with the semantics of Spark’s join, the result contains all pairs of elements 
for each key. Thus every keyword will be duplicated M times, once for every file. 

 D (𝑁 ×𝑀): All multiplications of the inner product are computed. There are exactly M pairs for 
each key f. 

 E (𝑀): The pairs with the same key are reduced. The reduction performs the addition phase in 
the inner product for every file f. 

Note that expressing the computation of the inner product as two separate steps D and E is 
correct because the addition in 𝐺𝑇 is associative and commutative. Not only is it correct, but 
Spark’s reduction exploits the associativity to divide and conquer the sum. 

 F (𝑀): The pair RDD of decryption keys is created from the input parameter, with the file f 
acting as key. 

 G (𝑀): The RDDs E and F are joined on their common key, thus bringing together for each file 
the inner product and the corresponding decryption key. 

 H (𝑀): The decryption is performed by multiplying with the inverse. 

 I (𝑀): The server can tell whether there was at least one match or no match at all by 
comparing the inner product with the identity element in 𝐺𝑇. 

 J (0 ≤  𝑅 ≤ 𝑀): Only the R results that matched at least one keyword are kept, the rest are 
filtered out. 

 K (𝑅): The key is stripped and the results are collected on the driver program. 
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Figure 7: Search computation graph 

Update. When a file is changed the client sends the server the new values of the cells. Figure 8 
shows the update process: 

 A (1 ≤  𝑈 ≤ 𝑁 ×𝑀): The input collection of updated cell values is transformed into an RDD. 
The client sends only the changed values. 

 B (𝑁 ×𝑀): The RDD of new values and the old EDB are grouped together. Unmodified cells 
will contain only one value, the old one. Modified cells will contain a tuple of (old, new) values. 

left (query) right (EDB) 

𝑤, 𝑞𝑤 𝑤, (𝑓, 𝑣𝑓𝑤) 

𝑤,  (𝑞𝑤, (𝑓,  𝑣𝑓𝑤)) 

𝑓, 𝑞𝑤 × 𝑣𝑓𝑤 

𝑓,𝑝𝑓 

 𝑝𝑓 =  𝑞𝑤 × 𝑣𝑓𝑤
𝑤

 

dec. keys 

𝑓,  𝑑𝑓 

𝑓,  (𝑝𝑓 ,𝑑𝑓) 

𝑓,  (𝑝𝑓 × 𝑑𝑓) 

𝑓,  𝑚𝑎𝑡𝑐ℎ𝑓 

𝑓,  𝑇𝑟𝑢𝑒 

𝑓 

result 

map() parallelize() 

join() 

map() 

reduceByKey() parallelize() 

join() 

map() 

map() 

filter() 

map() 

collect() 

A B 

C 

D 

E F 

G 

H 

I 

J 
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 EDB′ (𝑁 ×𝑀): The transformation keeps the new value where applicable and discards the old 
one. The new encrypted database RDD replaces the old RDD. 

 

Figure 8: Update computation graph 

3.3.3 Performance Analysis 

Testbed. The development and testing of parallel keyword search was done on a Hadoop cluster of 
20-23 machines. Sometimes some machines were in maintenance, hence the number of available 
nodes at any given time varied slightly. The hardware characteristics of the nodes are listed in Table 
2. Overall, the scheduler was able to offer ~ 300 virtual cores and 630 GiB of RAM to the jobs. 

CPU dual socket Intel Xeon E5620 at 2.40 GHz  

RAM 32 GiB 

Disk ~10TB total 

Network 1Gbps Ethernet 

Table 2: Node hardware specifications 

The software configuration of the nodes is shown in Table 3. The Python code had to be written for 

Python 2 due to runtime restrictions. However, it uses future module to be Python 3-ready. 

Necessary dependencies were installed via pip in a virtualenv environment, both on the driver 

and on the workers. librelic was compiled specifically for the architecture of the nodes from version 

0.4.1 (commit 0e239a from 2016-03-30). As mentioned, some modifications were done on top of 

vanilla RELIC to expose necessary C methods to the Python wrapper. The profile used was based on 

the official presets/x64-pbc-128.sh (128 bits security level). 

Distribution Debian GNU/Linux 8 (Jessie) 

Kernel Linux 3.16.7-ckt25-2 

Java Oracle JDK 8 (build 1.8.0_91-b14) with the HotSpot JVM 

Hadoop 2.7.2 

Spark 1.6.1 

Python 2.7.9 

Table 3: Node software specifications 

cells 

(𝑓,𝑤),𝑛𝑒𝑤𝑓𝑤 (𝑓,𝑤),𝑣𝑓𝑤 

(𝑓,𝑤),  (𝑣𝑓𝑤 [,𝑛𝑒𝑤𝑓𝑤]) 

parallelize() 

cogroup() 

mapValues() 

A EDB 

B 

(𝑓,  𝑤),𝑣𝑓𝑤 EDB′ 
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All nodes had the OS running on the bare metal (no virtualization) and they were dedicated only to 
Hadoop jobs (and relatives). The scheduler used was YARN in Fair Scheduler mode. However, there 
were two job queues, default and priority. All parallel search runs were conducted on the default 
queue. Concurrent jobs coupled with the Spark configuration provided by the administrator 
contributed to performance variations. 

Setup. Throughout development and testing the following scenario was mainly used. First, the 
encrypted database is created. This includes the instantiation of the DSSE scheme; the creation of 
the dictionary; the creation of the EDB; the population of all cells of the EDB with predefined values. 

For a dictionary of 𝑁 (key)words we had 2𝑁 corresponding files such that all possible keyword 

combinations would be covered. In total, the EDB contains 𝑁 × 2𝑁 cells. Figure 9 shows the plaintext 
version of the EDB that would get generated for 𝑁 =  3. 

0 1 2 3 4 5 6 7
0
1
2

[
0 1 0 1 0 1 0 1
0 0 1 1 0 0 1 1
0 0 0 0 1 1 1 1

]
 

Figure 9: Example EDB for N = 3 keywords and M = 8 files 

Afterwards, the client sends queries to the server. For small queries (𝑁 ≤  4), we generated all 2𝑁 
possible queries. This allowed us to test the correctness of the implementation in the early stages of 
development. Figure 10 shows together the search results for all possible queries for 3 keywords. For 
example, query 3 corresponds to the query vector [1 1 0], asking for files that match either of the 
first two keywords. The results to a query are shown along a line, where a dot indicates False (the 
respective file does not match the query) and a filled bullet point indicates True (the file matches the 
query). 

𝑓𝑖𝑙𝑒 𝑖𝑛𝑑𝑒𝑥
𝑠𝑒𝑎𝑟𝑐ℎ 𝑞𝑢𝑒𝑟𝑦⁄ 0 1 2 3 4 5 6 7

[0 0 0] ⋅ ⋅ ⋅ ⋅ ⋅ ⋅ ⋅ ⋅
[1 0 0] ⋅ ● ⋅ ● ⋅ ● ⋅ ●

[0 1 0] ⋅ ⋅ ● ● . ⋅ ● ●

[1 1 0] ⋅ ● ● ● ⋅ ● ● ●

[0 0 1] ⋅ ⋅ ⋅ ⋅ ● ● ● ●

[1 0 1] ⋅ ● ⋅ ● ● ● ● ●

[0 1 1] ⋅ ⋅ ● ● ● ● ● ●

[1 1 1] ⋅ ● ● ● ● ● ● ●

 

Figure 10: Search results of all queries over 3 keywords and 8 files 

As N grows larger, the client submits fewer queries to keep the total wall running time under a 
reasonable limit. 

Before submitting the queries, we trigger an explicit action on the server (counting the elements in the 
EDB). This prevents Spark’s lazy evaluation to influence the execution time of the first query. 

Results. We compare the query execution times on the server side, which is the main objective of the 
parallel implementation. Table 4 shows the execution time in seconds of different implementations for 
increasing values of N. 

The C++ column shows the execution time for one query of the single-threaded C++ implementation. 
The entire EDB is created in memory and, together with other data structures, it takes up ~100 MiB of 
RAM for N = 13. This serves as the reference value. The program was executed on the driver node, 
which has the same hardware as all other nodes. 

Next we show the query execution time of the Python implementation. This version is as close as 
possible to the C++ implementation with the difference of being written in Python using the wrapper 
mentioned in Section 3.3.2.1. The actual elliptic curve calculations are carried out by the same C 
library (RELIC) as for the C++ program. The purpose is to measure eventual penalties due to Python 
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and the wrapper. We notice only a slight difference, meaning that for query execution, consisting 
essentially of inner product computation, we do not expect any performance penalty caused by the 
language in the Spark implementation. 

The last column in Table 4 gives an indication of the total query execution time for the Spark 
implementation, from the moment the client starts computing the query, until it receives the answer, 
while the other columns just shows the execution time of the search operation done by the server. 
Comparing with the second last column, we notice that as the EDB size increases (larger N), the 
client becomes the bottleneck. Since the process of client preparing the query and the decryption is a 
prelude of the search operation, it is not parallelized by the cluster, yet the decryption key 
computation takes quite a long time before the actually search can take place in the cluster. However, 
there are two solutions. First, computing the decryption keys is an operation that we did not optimize 
on the Python implementation. As mentioned in Section 3.3.2.1, the PRF implementation of the C++ 
version uses an optimized OpenSSL implementation that takes advantage of AES-NI instructions in 
the Intel CPUs. A similar improvement can lower the decryption key generation time in Python. 
Second, the operation of computing decryption keys can be pipelined: the client can send the query 
and while the server is computing the inner products, the client can continue computing the decryption 
keys. 

 

N C++ Py. 

Spark Total 
e=64 
p=64 

e=8 
p=8 

e=8 
p=16 

e=16 
p=8 

e=16 
p=16 

e=16 
p=32 

e=16 
p=64 

e=32 
p=16 

e=32 
p=32 

e=32 
p=64 

e=64 
p=64 

5 0.2 0.3 2.0 1.5 3.2 2.5 4.3 7.0 2.0 3.0 4.2 3.2 3.3 

6 0.6 0.6 2.0 1.0 3.2 2.0 4.0 7.0 2.0 2.3 4.0 3.1 3.5 

7 1.3 1.3 2.0 1.0 3.2 2.0 4.0 7.0 2.0 2.5 5.0 3.6 3.9 

8 2.9 3.0 2.0 1.8 4.0 2.0 3.3 7.0 2.0 3.0 4.3 3.8 4.3 

9 6.5 6.7 3.0 3.0 9.2 3.0 4.0 7.0 2.0 3.0 5.0 4.0 5.4 

10 14.5 14.9 5.0 4.5 8.0 3.0 5.0 8.3 3.0 4.0 5.5 4.9 7.6 

11 32.0 32.9 8.0 8.0 9.0 5.0 6.8 11.2 5.0 5.2 7.2 6.3 12.9 

12 69.6 71.7 14.2 15.5 15.3 8.8 10.2 14.6 10.8 9.5 10.0 9.2 22.3 

Table 4: Query execution time in seconds 

The result of Spark runtime in Table 4 shows the query execution time of the parallelized Spark 
implementation. We represent the data visually in Figure 11~Figure 14. The executions vary in two 
Spark runtime parameters: parallelism (p) and executors (e). The default parallelism is a parameter 
that guides the partitioning of the RDDs. The number of executors fixes the number of workers that 
Spark will use. We experimented in the beginning with the default configuration of the cluster that 
uses dynamic allocation. However, it proved to have very bad and unpredictable performance. 
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Figure 11: Query execution time - Spark 8 executors 

 

Figure 12: Query execution time - Spark 16 executors 
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Figure 13: Query execution time - Spark 32 and 64 executors 

Figure 11, Figure 12 and Figure 13 all show the execution time of the Spark implementation when ran 
with different parallelism and executors settings. Since the EDB matrix in the experiment is with size 

𝑁 × 2𝑁, which increase exponentially with 𝑁, therefore, we expect the execution time is also 
increasing exponentially. 

The plot was spread over three figures for clarity. Across the three figures, we notice that as a rule of 
thumb, it is preferable to choose the number of partitions equal to the number of executors. If we look 
at Figure 12 in particular, we see that using more executors than partitions slows Spark down and 
tends to introduce more unpredictability. Using more partitions than executors increases the overall 
time especially at lower values of N. Intuitively, a higher number of partitions induces more potential 
for parallelism, however this is exhibited only for higher data volumes. 

 

 
Figure 14: Query execution time - Spark overall 
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Taking this observation into account, Figure 14 shows only the runs where the number of partitions 
matches the number of executors. Overall, increasing the number of executors improves query time 
for larger EDBs at the expense of query execution time for smaller EDBs. It therefore suggests that 
server should adapt the number of partitions as the client adds more keywords and more files. This is 
an interesting venue for further research. Spark does support repartitioning RDDs; the effect would 
need to be measured. However, as was noted previously, the number of executors would need to be 
matched. The dynamic allocation mode would, in theory, take care of this. In practice, it was the worst 
performing mode. Further documentation into Spark optimization would need to be carried out. In the 
meantime, it is definitely possible to relaunch the server process with a different number of executors. 
This would imply a downtime of approximately 30s – 1min as observed in practice, until the scheduler 
allocates workers to the job. 

Another remark is that the completion time of a query running on Spark requires almost at least 2 
seconds. Although 2 seconds are considered as more interactive than the latency in the order of 
minutes which is expected of Hadoop MapReduce jobs, it is suspected that Spark is forced to do 
something it was not designed for. Our computation is limited by the available CPU power, not by the 
amount of data. 

Stage Duration Shuffle read Shuffle write 

join 1.0 s 23.4 MiB 21.7 MiB 

reduceByKey 7 s 43.4 MiB 111.2 MiB 

join 0.9 s 55.6 MiB 9.5 MiB 

collect 0.5 s 9.5 MiB  

Table 5: Stage details (N=12, p=64, e=64) 

This hypothesis is supported by Table 5, which shows that very little data flows through the system. 
Shuffle read/write is caused by reorganization of the data in order to co-locate the data that are 
necessary for certain operations. We can see from Table 5 that the biggest shuffle is ~ 100 MiB which 
pales in comparison with “big” data standards dealing with petabytes. 

More insight can be gleamed from Table 5. The bulk of the computation takes place in the 
reduceByKey stage, where the inner product is computed. On the other hand, the first and the last 
stage take roughly the same time regardless of the input size. Together, these two stages require 
1.5s, which is about 0.3 – 0.5 s below the fastest query execution time we have observed. This 
suggests that there is an inherent delay caused by the framework. 

 

Figure 15: Execution graph in Spark for search operation 
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Figure 15 depicts the execution graph corresponding to the query from Table 5. This shows how the 
search algorithm from Figure 7 is actually executed by Spark. The greyed out boxes correspond to the 
initial update that populates the RDD. 

3.4 Tool-design for Outsourcing Data into the Cloud 

3.4.1 Introduction 

In TREDISEC, we present how a customer can provision its sensitive, on-premise data to a cloud 
environment. Customers want to encrypt their data to protect it from the cloud provider and other 
attackers, which may try to steal the data from the cloud storage. The execution of arbitrary SQL 
queries still has to be possible and it should be as efficient as possible. While there exist systems to 
store and query encrypted data in a database, not all applications start with empty tables but instead 
have large sets of legacy data. Hence, there is a need to bring existing plaintext databases into 
encrypted form. 

In this section, we present the design of a cluster for the encryption of legacy data stored in relational 
databases. In Section 3.4.2 we first provide an overview of our data provisioning framework. Section 
3.4.3 then presents the design of the encryption cluster and the associated data encryption workflow. 
Finally, Section 3.4.4 discusses the problem of data becoming stale while the cluster is running and 
presents live migration as a solution. 

3.4.2 Data Provisioning 

The internal SAP project SEEED provides one instance of a system that allows to store and query 
encrypted data. The system is based on the idea to encrypt data using adjustable encryption as 
presented by Popa et al. [103, 104]. In adjustable encryption, every plaintext data column is encrypted 
multiple times in so called onions, whereby each onion consists of one or many encryption layers. 
Possible encryption layers are random encryption (RND), order-preserving encryption (OPE), 
deterministic encryption (DET) and homomorphic encryption (HOM). The different encryption layers 
support different queries directly on encrypted data. For instance, DET supports equality 
comparisons, OPE allows range queries and HOM allows the aggregation of encrypted values. RND 
can only be used for data retrieval, but it provides the highest level of security.  

Each plaintext item 𝑥 is encrypted in a layered approach with multiple encryption schemes such that, 

for instance, 𝑥 is encrypted with OPE, DET and RND: 𝑅𝑁𝐷(𝐷𝐸𝑇(𝑂𝑃𝐸(𝑥))). If an SQL execution 
requires an in-between-layer, top layers are removed on demand to reveal the respective layer. 
Obviously, even if stacked, we want the encryption schemes to keep their characteristics we listed 
above. Hence, schemes on a lower layer must have the same characteristics required for the layer 
stacked on top of it (e.g., OPE must be deterministic, if DET is stacked on top). This allows a 
transparent execution of SQL queries on a database that is protected by adjustable encryption. 
Additional benefits and further details are explained in D5.1 [105]. 

Figure 16 depicts an example for a database encrypted with adjustable encryption. The ID, 
EMPLOYEE and MNG_EVAL columns are encrypted only by a single onion containing three 
encryption layers. The SALARY column utilizes one additional onion with homomorphic encryption. 
This additional column allows aggregation on salaries directly on encrypted data. 
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Figure 16: Example onion structure for an encrypted database table [105]. 

The encryption itself is a time and resource consuming task and we present an approach for this in 
the next section. However, the entire provisioning process additionally includes the functionality to 
prepare the data. In D5.1, we presented a framework for this transition as a 5-step process. Figure 17 
shows these five steps. Step 1 to 4 were presented in detail in D5.1 and this deliverable will focus on 
the last step. The first four steps are necessary for the final encryption step, wherefore, we give a 
short repetition, but refer the reader to D5.1 for further details. 

 

Figure 17: Overview on Provisioning Process [105]. 

In the Sensitivity Selection, the data owner reviews its on-premise data and selects sensitivity for each 
data column by choosing allowed encryption schemes. Our system automatically detects conflicts and 
proposes alternatives. The SQL Preparation step utilizes either historic or expected future SQL 
statements to calculate the best possible execution strategy. Possible execution strategies depend on 
the present encryption schemes and the features that are supported by these encryption schemes. 
Note that there are SQL operations which cannot be executed directly over encrypted data. For 
example, assume an SQL query that contains a LIKE statement. No efficient encryption scheme is 
known that supports a LIKE statement. Therefore, data has to be transferred to the client and has to 
be processed there after decryption. We call the approach of transferring intermediate results and 
executing the remainder of operations locally a client-server split. By performing client-server splits, 
arbitrary SQL queries can be executed on encrypted data. It is important to transfer as little data as 
possible to save network bandwidth and processing time. To this end, we perform an SQL query 
optimization by rearranging SQLs to achieve low transfer overhead while preserving the semantics of 
the original query. 

Step 3, the Hot State Analysis, optimizes the initial encryption by removing encryption onions and 
layers if possible. This step also uses pre-recorded SQL statements, which are going to be executed 
on the outsourced database with a high probability. Every plaintext SQL query has to be transformed 
to a query that uses the different onions and accesses the correct layer. If the correct layer is not 
revealed at the time of the query, outer layers have to be removed. This can happen during execution 
or at the provisioning process. Doing it in the preparation step saves time during query execution, 
because it reduces the number of necessary layer removals. Additionally, it is very important for the 
data encryption presented in this deliverable, because the amount of necessary encryptions is 
reduced. 

The Storage Optimization is step 4 and optimizes the storage space required at the cloud provider. 
We assume that the cloud provider uses a column-store database with dictionary compression. The 
main idea is to replace probabilistic encryption with deterministic encryption. It is not advisable to do 
this for all columns, because it reduces the protection level of the data. However, it does not change 
the leakage if the data is already revealed via deterministic encryption in another onion. Thus, we 
apply these optimization only in these cases. Thereby we reduce the storage, because dictionary 
compression is much more effective on data encrypted with deterministic encryption than with 
probabilistic encryption. 

Figure 18 provides an overview of all steps including their input. The data owner uses the metadata of 
the legacy data for his sensitivity selection. He can take historic and expected SQL statements into 
consideration. The queries are also used in the second step. The optimized statements are passed to 
the Hot State Analysis, which in turn is the basis for the Storage Optimization step. The last step gets 
the actual legacy data to perform the encryption. 

Sensitivity 
Selection 

SQL Preparation 
Hot State 
Analysis 

Storage 
Optimization 

Legacy Data 
Encryption 
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Figure 18: Input for the steps of the Provisioning Process [105]. 

In the following, we present the last and most important step of the data provisioning: Legacy Data 
Encryption. In this step, we use the onion structure determined by the previous steps to perform the 
actual encryption. 

3.4.3 Legacy Data Encryption using Hadoop 

Symmetric encryption schemes such as AES operate on very simple data structures and are basically 
free in the sense that data can be processed on the fly by a single system during transfer. In contrast, 
property-preserving encryption schemes such as the one employed for homomorphic encryption have 
higher computational requirements. Additionally, adjustable encryption requires plaintext data to be 
encrypted using multiple encryption schemes. Although the described preparation steps may already 
reduce the necessary encryption schemes, the actual encryption process is still a time-consuming 
task capable of keeping a single machine busy for months [106]. In order to handle vast amounts of 
data to be outsourced in an adequate timeframe, it is necessary to further speed up the encryption 
process. 

We propose encrypting data in parallel on a Hadoop cluster using a simple five step process. We 
expect to drastically reduce the overall encryption time, say from months to days or hours for large 
data sets. In the following, we first describe the architecture of our Hadoop cluster. Then, we give a 
more detailed description of our legacy data encryption process. 

Cluster Architecture 

We consider a Hadoop cluster consisting of at least three nodes equipped with roughly equal 
resources. A designated node hosting Apache Ambari is used for management and monitoring of the 
cluster. Another designated node acts as a Hadoop master node and hosts the YARN 
ResourceManager as well as the HDFS NameNode. The remaining 𝑛 ≥ 1 nodes are configured as 
Hadoop workers and each hosts a YARN NodeManager and an HDFS DataNode. Nodes may be 
bare metal or virtual machines, for example, hosted on a private cloud platform. Figure 19 provides an 
overview on the cluster architecture. 
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Figure 19: Architecture of Hadoop Cluster for Legacy Data Encryption. 

Putting the NodeManager and DataNode services on the same nodes allows MapReduce to exploit 
HDFS data locality as described in Section 2.4. The master node neither stores any actual file content 
nor processes any jobs and as such its resources are exclusively available for metadata management 
and job scheduling. We do not expect a cluster size or workload where deploying the YARN 
ResourceManager and HDFS NameNode services to separate nodes would be justified. We also do 
not expect any cluster nodes to fail during the whole data encryption process and thus can reduce the 
default number of data copies stored by HDFS from three to two or one depending on overall cluster 
disk space. 

Workflow 

Our process for Legacy Data Encryption consists of five steps and is shown in Figure 20. 

 

Figure 20: Legacy Data Encryption Process (5 steps) 

In the Cluster Setup step, the Cluster environment is set up and configured. First, Apache Ambari is 
installed on the designated management node. Ambari then provides a web interface which guides 
through the rest of the setup process step-by-step. After providing hostnames and credentials for 
accessing the additional nodes, Ambari can be instructed to deploy the services of the Hadoop 
master node and the remaining worker nodes. Worker nodes can be added and removed at any later 
point in time, though. Moreover, Ambari can be used to deploy additional software components of the 
Hadoop eco system, e.g. Apache Oozie. Ambari’s web interface also provides useful monitoring 
information such as HDFS file system usage. 

The four remaining steps are managed in an Apache Oozie Workflow. The first step cannot be 
managed by Oozie because it involves installing Oozie in the first place. 

The second step, Target Preparation, makes use of the information produced by steps 1 to 4 of the 
Data Provisioning process, especially the produced overall onion structure. For each table contained 
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in the source database, a corresponding table is created in the destination database. For each 
column of a plaintext table, one column is created for each onion of the plaintext column (cf. Section 
3.4.2). 

The third step, Data Import, involves importing plaintext data from the relational database into the 
cluster. Apache Sqoop is the de facto standard tool for importing relational database data into the 
HDFS file system. It supports a multitude of database management systems. In the case of SAP 
HANA, where all data is permanently held in memory, export performance largely depends on the 
network between the database server and the Hadoop cluster as well as HDFS write performance. 
Sqoop produces files with a CSV-like structure, i.e. each row of a table is stored as a line in a table-
specific file, and stores them on HDFS. 

Once data is imported into HDFS, it can be encrypted in the Data Encryption step. From a data 
dependency perspective, the cryptographic primitives used by the SEEED prototype implementation 
(e.g. DET, HOM, OPE) do not interact with each other in the sense that each plaintext row 
corresponds to a single row in the encrypted database. This is an ideal property for parallelization 
because we can operate on rows in parallel. We envision an implementation in the MapReduce 
programming model that works as follows: In the map stage, data is read line-by-line from CSV files 
and interpreted as a table row. Each row is encrypted according to the previously determined onion 
structure and turned into a corresponding row of the table at the target database. Depending on the 
onion structure, a cell of a row is mapped to one or more cells in the corresponding row of the target 
table. Similarly, the onion structure determines which encryption schemes are applied and in what 
order. The reduce stage in MapReduce is not necessary and all data produced in the map stage is 
simply output into CSV files again. Because the encryption of rows do not have to be coordinated 
between workers, high-performance interconnects are not necessary. For the same reason, we 
expect the total runtime of the encryption process to linearly decrease as Hadoop worker nodes are 
added. 

In the final Data Export step, the encrypted data is imported into the target database. We identify two 
approaches to do so. One option is to feed the CSV files into Sqoop which connects to the target 
database and uses INSERT SQL statements to import the data. Another option is to first copy the 
CSV files onto the database host and use special SQL queries to import the data into the database. 
The manual of the MySQL database management system for example claims that using LOAD DATA 
INFILE “is usually 20 times faster than using INSERT statements” [107]. On the other hand, the 
second approach requires the ability to access the file system of the database host, which may not be 
supported by the database service provider. 

3.4.4 Live Migration 

The encryption cluster described above can significantly reduce the overall time required to transform 
a plaintext on-site database into an encrypted off-site database by encrypting many rows in parallel. 
However, the complete migration process will inevitably still take hours for large data sets. If the on-
site database is used after data has been imported into the Hadoop cluster, the encrypted data will be 
stale and not up to date with the plaintext database. An obvious approach to prevent data from 
becoming stale is to simply shut down the plaintext database after exporting data into HDFS. 
Alternatively, the database can be configured to not accept any write queries, because only those 
would result in stale data in the encryption cluster. However, for some applications neither of the two 
options are acceptable. 

The following solutions have been evaluated: 

 Apache Sqoop: Sqoop provides a mechanism for importing relational database data into 
Hadoop incrementally, but this mechanism is limited to tables with special structure. In more 
detail, Sqoop can for example, exploit append-only tables by remembering the last primary 
key and it can exploit a last-modified column of a table that is updated whenever the 
corresponding row is updated [108]. It does unfortunately not provide a generic solution that 
would allow us to keep the data we are outsourcing up to date. 



 

Project No 644412 

Date 30.09.2016 

D5.2 Optimization of outsourcing activities and initial design of privacy preserving data 
processing primitives 

Dissemination 
Level 

(PU) 

 

 

  43  

 

 Native Database Replication: In the plaintext case, native replication mechanisms (see 
Section 2.5) can be used to implement live migration with a minimum downtime. 
Unfortunately, native database replication mechanisms cannot be used immediately when 
data is outsourced to a service provider that is not fully trusted. This is because the data 
needs to be processed (i.e. encrypted) before being stored at the service provider in order to 
preserve confidentiality. 

 Statement Proxy: A naïve solution preventing data from becoming stale is to keep track of all 
queries issued against the on-site database while the migration is in progress. As soon as the 
outsourcing process is finished, the collected queries can be executed against the off-site 
database in the original order to bring it up to date. Unfortunately, this solution suffers from 
the same limitation as statement-based replication (see Section 3.5): it cannot handle non-
deterministic queries. 

 Database Triggers: For each table operation (e.g. INSERT or UPDATE) a trigger is 
registered that performs the corresponding operation on the encrypted database to keep it up 
to date. Triggers see the actual effect of write queries, including non-deterministic queries. 
Thus, this solution is not subject to the limitations of the statement proxy. However, in order to 
preserve the correctness of the encrypted database, updates to the encrypted database must 
be queued until after the Data Export step of the Legacy Data Encryption Process. 
Additionally, executing one trigger per table operation comes with a certain overhead that 
might not be acceptable. 

We designed the following extension to the Legacy Data Encryption Process addressing all problems 
mentioned above: In (or before) the Cluster Setup step, the binary replication log (see Section 2.5) of 
the plaintext database is enabled. Additionally, a proxy component is introduced between the 
database clients and the plaintext database (see Figure 21). Initially, the proxy directs all queries to 
the plaintext database (pre-migration flow in Figure 21). In the Data Import step, the current binary log 
position is exported alongside the actual data. The cluster based encryption is done as described in 
the previous section (encryption flow in Figure 21). After the Data Export step, the proxy starts reading 
the binary log at the noted position, reconstructs SQL queries from binary log data and sends 
encrypted queries against the encrypted database (during-migration flow in Figure 21). We assume 
that only a small fraction of the overall database data is modified during the migration process and 
thus the encryption of replication data can be handled by a single system. As soon as the encrypted 
database is fully up to date, the proxy redirects all database traffic to the encrypted off-site database 
(post-migration flow in Figure 21). This completes the migration process. 

 

 

Figure 21: Data flow before, during and after Legacy Data Migration 
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4 Conclusions 

In this work, we presented an initial design of privacy preserving primitives for data processing in the 
cloud. 

We presented a searchable encryption solution adapted to the multi-tenant cloud scenario. In contrast 
to previous solutions, this solution supports multiple users outsourcing documents into the cloud 
where search operations can be performed by (potentially different) authorized users. The scheme 
does not make use of a trusted third party and security even holds if users and the cloud provider 
collude. 

Furthermore, two symmetric searchable encryption schemes for biometric data were presented. In 
comparison to existing schemes which are mostly sequential, this scheme can be easily parallelized. 
As a result, it enables biometric identification over a large amount of encrypted biometric data in 
reasonable time. 

We also presented a matrix-based symmetric searchable encryption scheme built from constrained 
functional encryption. The scheme supports parallel keyword search using a partitioned encrypted 
database. Besides the design, a description of an implementation and an evaluation were provided. 

Lastly, the design of a cluster for the encryption of legacy data stored in relational databases was 
presented. The cluster allows database content to be encrypted in parallel and thus drastically 
reduces the overall time required to transform a plaintext on-site database into an encrypted off-site 
database. To reduce downtime of services during cloud migration even further, a solution supporting 
live migration was presented. 
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